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IlepiAnypn

H napovoa Sudepatikn) epyacia e§etalel v epappoyr) g teXViKng tng Yrepavaluong
Ewoévag (Super-Resolution) pie ) xprjon e§eAtypévev poviedov diayuong (Diffusion Models)
oe U0 H1aPOoPeTIKOUG TOPELG: TNV 1ATPIKY AMEIKOVIOT] KAl TNV autdvourn odrynon. LUyKekptl-
péva, xpnowporno)fnkav to ouvolo dedopevav BraTS2023, 1o omoio reptdapBavet payvn-
TkEG Topoypadieg (MRIS) aoBevav Kat armookomel otnv avaiuorn OYK®V EYKEPAAOU, KAO®S
Kdatl éva veoouoTato oUVOAO 8eSOPEVRV POTEVOV ONIATOd80TOV, TO 0rtoio Snpoupyndnke e1-
81KA ya 11§ avayKkeg g rmapovoag £pyaociag, yia epappoyeg oe autdvopa oXnpata. SToX0S
g predétng eivatl n a§loAoynor g aroteAeopatiKOTNTAS KAl TOV SUvATOT IOV TV HOVIEAGV
81axuong otov TopEa g UTEPAVAAUOTG E1KOVAG.

H mpotewvopevn rpoogyyion Baociletal ot Suvapiky) tov povieAov diaxuong, Hiag Katvo-
T0p0U Katyopiag POVIEA®V PnXavikng pabnong nou adloroovv v apytiektovikny U-Net,
HE OKOTIO TNV MAPAY®YI] £1KOVEOV UWNANG avdaluong amod avtiotolXeg XapnAng avdduong.
IMa ) BeAtiotonoinon g anodoong Tou HovieAou, ota Sedopéva epappooTNKAV TEXVIKEG
npoernegepyaoiag, Onwg Kavovikoroinorn, addayn peyéboug kat tumnoroinorn, oote va dia-
o@aliotei n ouvenela Kat n oupBatotta pe 1o poviedo kabwg Kat va auinei to péyebog tav
datasets péow texvikov eravgnong dedopévov (data augmentation). H agloddynon g a-
T0800NG TV POVIEADV TTPAYHATOIION)ONKE PEC® AVIIKEIIEVIKOV PETPIKAOV MTOIOTNTAG E1KOVAG,
onwg 1o CLIPIQA kat to MUSIQ, 1ou ermtpénouy )V IT0CO0TIKY AOTiN o TG TTo0TNTAg TV
MAPAYOPEVRV EIKOVQOV, AapBavoviag uroyrn) T00 Ta AVIIANITIKA XAPAKTIPLOTIKA 000 KAl TV
ot TA TG UMEP-AVAAUOTG.

Ta melpapatikd anoteAéopatd Katadelkvuouv OUCIAOTIKEG BEATIOOELS OtV avAaAuorn €1-
KOV@V T0U ouvolou BraTS2023, amodsikvioviag tr Suvapiki tov PovieAov Sidyxuong oe
£PAPHOYES 1ATPIKNG ATIEIKOVIONG. 0TO00, T0 GUVOAO SEHOIEVHV PRTEIV®OV ONLATOS0TOV TIa-
pouciace TPOKANOELS, KUPIOG AOY® NG MEPLOPIOREVNG TTOKIAOHOPPIAG KAl TIOOTNTAS TOU,
pe anotédeopa ot BeATIOoElg otV avdaduon va givatl Atyotepo spdaveig. ZUuprepaopatikd,
1a poviéda diaxuong rmapouctalouv OAAEG TIPOOITTIKEG Y1a EPYAOIEG UTIEPAVAAUONG EIKOVAG
ot gleyxopeva niepiBaidovia, adAd anatteital MePATEP® £PEUVA Y1 TNV AVIIPEIOINON {ntn-
patev 0neg N nowkiAopopdia tov Sedopévev, 1 BEATIOTONOINOCN TO®V POVIEA®V KAl 01 UTIOAO-

Y1OTIKEG ATIALTHOE1S YA EUPUTEPES EPAPHIOYES.

Aégerg KAe1dia

Yniepavaluon eikovag, Moviéda Ataxuong, AvakataoKkeur eikovag, latpikr) aneikovior),
Autopain odrynon, Babia Mdabnon, Hapayewywkd Moviéda, ‘Opaocn Ymodoyiotov, U-Net,

Aviyveuorn Avukeipévev, Yolo
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Abstract

This thesis explores the application of image Super-Resolution using advanced Diffu-
sion Models in two distinct domains: medical imaging and autonomous driving. Specifi-
cally, two datasets were utilized: BraT'S2023, which contains magnetic resonance imaging
(MRI) scans of patients for the analysis of brain tumors, and a newly established dataset
of traffic lights, which was specifically created for this study to support autonomous ve-
hicle applications. The aim of this research is to evaluate the effectiveness and potential
of diffusion models in the field of super-resolution.

The proposed approach leverages the capabilities of diffusion models, a novel class of
machine learning models that utilize the U-Net architecture to generate high-resolution
images from their low-resolution counterparts. To optimize the model’s performance,
several preprocessing techniques were applied to the dataset, including normalization,
resizing, and standardization, ensuring consistency and compatibility with the model
while also expanding the dataset using data augmentation techniques. The performance
evaluation of the models was conducted using objective image quality metrics, such as
CLIPIQA and MUSIQ, which provide quantitative assessments of the generated images by
considering both perceptual characteristics and super-resolution fidelity.

The experimental results demonstrate significant improvements in the image resolu-
tion of the BraTS2023 dataset, confirming the potential of diffusion models in medical
imaging applications. However, the traffic light dataset presented certain challenges,
primarily due to its limited diversity and image quality, resulting in less noticeable im-
provements.

In conclusion, diffusion models exhibit strong potential for super-resolution tasks in
controlled environments, where data quality and structure are well-defined. However,
further research is required to address key challenges, such as dataset diversity, model
optimization, and computational requirements, to enable their broader application in

real-world scenarios.

Keywords

Super-Resolution, Diffusion Models, Image Reconstruction, Medical Imaging, Au-
tonomous Driving, Deep Learning, Generative Models, Computer Vision, U-Net, Object

Detection, Yolo
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Euyxapioticg

Ba nbeda KatapxfVv va eUXaploto® tov Kabnynty k. Ztépavo KoAAwa yia v eniBAeyn
autng g SIMA®PATIKEG £pyaciag Kat yid TV euKalpia Imou Pou £é6®oe va TtV EKIIOVI0® OTO
Epyaotplo Zuotnpdtev Texvntg Nonpoouvng kat Mabnong. Emniong euxapiot® 8iaitepa
v K. Ilapaokevur] T¢ouBeAn yia v kabodrynor tng Katl v e§ApETIK] oUVEPYAOia Tou
eixape. Tédog 9a 1Beda va euxap1oT|O6 TOUG YOVEIG POU yia Trv Kabodnynorn Kat tyv nokr)

OUUITIAPACTAOCT) TTOU POU MPOocEdepav 0Aad autd ta Xpovid.

ABnva, Mdalog 2025
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1.1 Kivntpo

H texvoloyia tng Yriepavaduong Ewkovag (Super-Resolution) £éxet avadeixbei oe évav aro
TOUG IT10 KAIVOTOH0US Kat ermdpactikoUg TOHELS TG 0pA0NS UTOAOY10TOV, KAOMOG ETTITPETIEL TN
BeAtioon g mowdtntag Kal g UKpivelag eIKOVOV XapniAng availuong. Autr 1 texvoloyia
€XEL EUPU PAOPA £PAPHOYWV O TOHELG OTI®G 1) 1ATPIKY, 1] AUTOVOUL] 0dnynor, 1 acpdaieia
KAl 1] TNAEMIOKOIINOT], OTIOU 1] AVAYKI] Yld UPNALG avaluorng e1KOveG eival KaBoploTikr).

ITo ouykekppéva, otn PeAtioon g eukpivelag payvhnikov Topoypaplov eykedpdalou,
1 VYPndn avdduon ekoévag prnopel va oupBdlet ot Sidyveoon nabrioemv pe peyaiutepn a-
kpiBela kat otnv mpn avixveuon avepadi®v. Aviiotolxa, otnv autdévopr odnynor, 1
KAVOTNTA TRV CUCTNPATEV va eneiepyalovial Kabapég Kat Aerropiepeig e1koveg BeATidvet v
arodoor), v acpdAela Kat ) OUVOAIKT] adlormotia tev adyopifuev aviAnyng tou reptBaA-
Aovrtog.

H paybaia avartuén tov Moviédwv Ataxuong (Diffusion Models), ta oroia apyikda xpnot-
poro)fnKav Kuping yla rmapaywyr eKOvev, £XE1 AVOIEEL VEEG EPEUVITIKESG TTPOOITIIKEG OTV
uniepavaduon ewkoévag. H mapouoa epyaocia diepeuva v Kavotta auteV TOV HOVIEAGV
va IIPOoHEPOUV KATVOTOPEG AUCEIS O€ TIPOKANOEIS TTOU AattouV BeAtioon e1kOVeV Xapning
avdaduong, evioxuoviag £101 TG EPAPHOYES O 1atpika §ebopéva Kal CUoTATa AUTOVOHUnNg

odrynong.

1.2 ZXIromnog

O 0KOI0g NG MaPOUoag SUMAGUATIKYG gpyaociag eivatl 1 epappoyr] Kat a§loAdynorn tov
duvatottev tev Diffusion Models oto riedio tou Super Resolution otoug topeig g 1aTpkng
ATEIKOVIONG KAl TV CUCTNPATOV autopatng odrynong.

Edwkotepa, 1 epyacia autn emKevipoOVveTat:

1. Z1n BeAtioon g oldtnTtag EIKOVROV Ao PAYVHTIKEG TOP0YpApieg EYKEPAAOU, e OTOXO

Vv evioxuon g dayveotikng akpibeiag.

2. 2 PBeAtioon g MolotNIag €1KOVEV A0 CUCTHATA AViXVEUONG OTnV autovolrn O-
dnynon, wote va eaodpaAiotel KAAUTeP avAAUOH AVUIKEIHEVOV KAl XAPAKTPLOTIKWY

10U TIEP1BAAAovTog.
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3. Zuv edepevvnon mbavov epappoywv tou Super Resolution oe dAdoug topeig, aglo-

nowwvtag v texvodoyia tewv Diffusion Models.

Me v adlodoynon g arodoong twv Diffusion Models otoug nipoavapepbévieg topeig,
1 €pyacia OTtoXeUEl va MPOCPEPEL ONPAVIIKA EPEUVNTIKA €UPHPATA TTOU 9a VIOXUCGOUV TNV

EPAPHOYT] AUTAS TG TEXVOAOYIAS O MPAYHATIKEG KAl ATIAITNTIKEG CUVOTKEG.

1.3 Aopg

210 P10 KEPAAA10 ITapouctddovial To Kivitpo KAl 0 OKOIIOG TNS £peuvag, Kabmg Kat 1
yevikn) Soun g epyaoiag.

To 6eutepo kepaAato eotiddel oto OepPnTiko YTioBabpo, omou avaduvoviatl ol Bacikeg ap-
X&s g Ymepavaduong Ewkovag (Super Resolution), ot 1exvikég avixveuong avilKelpevav,
KaBOG KAt 1a Yepediddn povieda pnxavikng pabnong mou XPenoilornolouvial otov Topéd
autd. Ewdwotepa, yiveral avagopd ota Zuvediktikd Nevpovikd Aiktua (CNNs), to U-Net,
kaBag kat ot pébodo (Knowledge Distillation). ISwaitepn épgaon Sivetar ota Moviéda At-
axuong (Diffusion Models), ta oroia anoteAoUv 10 KUP10 AVIIKEIPEVO PEAETNG TG TTAPOUCAS
epyaoiag. Ermuméov, yivetat avadopd otig PETPIKEG aSloAOYN0nNG TV HOVIEA®V.

To tpito kepdAalo adopa tr MéBodo kal 1a Amotedéopata tng mapovcag £pyaociag.
[Teprypagovtal ta ouvola Sedopévav mou xpnotpornolfnkav, oupreplAapbavopévay tov
BraTS2023 xkat Traffic Lights, kaBmg Kat 1 apX1teKTOVIKY) KaAtl 1] MEPAPATIKY d1apopPpaon
tou poviédou SinSR mou edetddetat. Avadvetatl n Sidtadn wv nepapdtev, n dadikaocia
exraideuong 1@V POVIEA®V Kal mapouctadovial Ta aroteAéopatd Iou MPOEKUYAV arod Tig
nelpapatikeg dadikaoieg.

TéAog, ot0 T€Tapto KePAAA0 Hratun@wvovidl ta CUNIEPAoHATa g epyaociag, ouvoyifo-
Viag ta eupnpata Kat ty anoédoon t®v poviedewv. IMapdAAnda, mpoteivovial 11EAAOVIIKEG
ETEKTAOELS KAl BEATIOOELS Y1d MIEPATTEP® £PEUVA KAl EGAPHOYT] NG TEXVOAOYiag umepavaiu-

o1g £1KOvag ot véa nedia epappoyav.
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OewpnTIKO unoBabpo

/ I Y apov Kedpdaato mapouotadetl ta Pacikd dewpntikd depédia mou vnootnpidouv v a-

varudn g npotevopevng pebodoloyiag urepavaduong eikovag. ApXikd, rapatibe-
Tal P1a EMOKOII 0N TOV TEXVIKOV UTIEPAVAAUONG, PE £Ppact OToug otoxoug, Tig pebodoug
KAl TG ePAPHOYEG TOUG. XTI OUVEXELd, £6eTALOVIAL TA CUCTIATA AVIXVEUONG AVIIKEIIEVRV,
1a ortoia dradpapati¢ouv KaBopP1oTIKO POAO OTOV EVIOTIOHO OXEUKAOV TTEPLOX DV EVOAPEPOVTOG

mpwv aro ) Sadikaoia evioxuong ng avaiuong.

2.1 Ymnepavaduon Ewkovag

H vunepavdduon eikdvag arotedel pia pébodo g 6paong UIIOAOYloTOV 1) oroia arto-
okoriel otnv BeAtioon g avAaluong pia €1Kovag Kal EMMTUYXAVETAL PE TNV AVAKATAOKEUT)
plag swkovag uvynAng avdluong ano pia aviiotoixn xapnAng avaduvong. H texviky avin
eival {OTIKING onpaociag ya vy avaktnon AEIOpEPI®V mou £xouv Xabel Adyw meploptopov
avdAuong Tou alobnu)pa 1 §IEPIKOV Mapayovi®v KAl XPnotiponoleital os éva eupy @aopa
epappoyov. Metadu autov nepidapBavoviatl 1 50pudoptKy] Kal evagpla anekovion [3],
enegepyaoia atpkeov ewkoveov [4],[5],[6], n unépubpn anewdvion [7], n Pedtinon ewodvag
poomniev [8], n avayvwplon mvakidov oxnuatev [9], n tautornoinon §aKTUAKOV AroTune®-
patev [10], kabag kat TtoAAEG dAAeg BropnXavikeg KAl ePpapHoyeg aodpAaleiag.

H BeAtioon tng modtntag plag €1Kovag PIopet va ermteuxBel péo® ng mpooappoyns
eite tou VAkoU (hardware) eite tou Aoylopikou (software). Ot hardware-based pébodot,
av Kat Imo artodoTiKEG 0 OPLOPEVEG TIEPUTIVOELS, £ival oUXVA M0 aKPBEG Kat TOAU Atyote-
po guédikteg. AvtiBeta, ot software-based péBodot [11] eival o OIKOVOPIKEG KAl £XOUV
) Guvatownta epappoyng oe 1dn UNAPXoUOoeg €1IKOVEG 1] ouotnuaAtd, Kabiotoviag g 16a-
VIKEG Y1a TT0AAEG mepuTiwoelg Xprong. I'a tov Adyo auto, ot pébodot mou Paocifoviat oto
AOY10H1IKO £€X0UV KUPLAPXIOEL OTNV EITOTHOVIKI] £€PEUVA KAl TG MPAKTIKEG £PAPHIOVES TNG
uriepavaluong.

Atoonpueinto eival, g n urepavdAuon eikovag dev avapépetal armdwg ot avgnon twv
Slaotacewv g ekovag, aAdd oty avdnon tou apiBol v elkovootolxeiwy (pixels) ava
povada ermgpavelag g ewkovag. AvtiBeta pie Tig anAég teXViKkEG peyebuvong (omwg ) bicubic
interpolation), ot ortoieg au§dvouv g 61a0TACEG TG £1KOVAG TTPOCOLTOVIAG EIKOVOOTOTXE-
ia péow mapepBoArg Xwpig va ewodyouv véa minpodopia, to Super Resolution auv§avet v

TIPAYHATIKY TTUKVOTHTA TOV £IKOVOOTOIXEI®V, CUPIANP®OVOVTIAS VEEG AETTTONEPELEG TIOU Oegv
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UTIPXAV OV APXIKI] £1KOvVA. AUTO EIMITPETEL 1) SNOUPYIA EIKOVAV TTOU TEPIEXOUV TIEPLO-
001epn MMAnpodopia Kat peyadutepn eukpivela.

H uniepavdAuon sikovag £xel yvopioet tepactia rpoodo ta tedeutaia xpovia, Xapn oty
avarntudn vémv aAyopibpov teXvnhg vonioouvng, onwg ta Zuvelikukd Neupovika Aiktua
(Convolutional Neural Networks, CNNs) [12] kaBag kat ta ITapayoyikd Avunapadsuka
Aiktua (Generative Adversarial Networks, GANs) [13]. Autég ot 11€00d01 emIpErouv v
OVAKATAOKEUL] AETTIOPEPEIROV HE UWPNAL akpiBela, S1atnpdviag tautoxpova I QUOoKOTHTa
Kal Vv nowotta mg ewkovag. Ilapd tig mpokAnoelg, onwg n 61at)pnorn TV UPIoTAPEVEVY
XAPAKINPIOTIKGV KAl 1] arnoduyn IEXVNTeV napapoppwoewyv (artifacts), n vnepavaduon ou-
vexilel va anotedel évav armo 1oug rmo Armbopopousg TOHEIG TG 0PACNS UTOAOYIOTOV. LTV
napouoa gpyaoia 9a egetdooupe v epappoyn v Moviédeov Aidxuong (Diffusion Models)

[14] o autdv tov Topéa.

IZxnpa 2.1: Zvuykpton Sopugopikng suovag e noAng tou Ilapiowov xauning avaivong (a-
pLOTEPd) e MLV avtioton eueova vynAng avajiuvong (6e€id), avadetkvvovtag Tqv eVICXUUEUN
eUKpivela Katl IEMTOUEPELA TTIOU ETTUYXAVOVTAL UECK TEXVIKWU emefepyaoniag ekovag.

2.2 AviXveuon AVUKREIPEVROV

H avixvevon avuxeipévav (Object Detection [15]) aroteAei Sepediwdn texvikn g opa-
01G UMTOAOY10T®OV, 1€ OKOTIO TOV EVIOITIOHNO KAl TNV KATNYOP10TION 0] AVIIKEIPEVOV O Prla-
KEG €1KOVEG 1] PBivieo. Zuvbuddetl 600 ermpépoug epyaocieg — Tov Ipoodloplopod tng 9€ong Kat
g Katnyopiag kabe avikelpévou — Kablotdviag v anapaitnto epyaleio ya v kata-
VO1|01] TOU OITTIKOU IEPIEXOPEVOU O€ OTATIKEG KAl SUVANIKEG OKIVEG.

H péBodog autr) £xet eupeia epappoyr) oe S1aAPpopoug ToHElg, OTI®G 1) autdvour odrynon,
10 OUCTHHATA EIMTHPNONG KAl Il POUIOTIKY. Mropel va xpnotporoinfei 1000 o€ OTATIKEG
E1KOVEG KAl Bivieo 600 Kal ot mpaypatko xpovo. H avartudn twv Zuvelikukov Neupovi-

KoV Aiktuev (CNNs) éxet oupBalet oty Snpoupyia kat v €§EAEN MPOTOMOPIAKOV S1IKTUGV

m Awtflopatkn Epyaoia



2.3 Zuvediktukd Nevpovikda Alktua

aviyxveuong aviukelpéveov ta oroia eival oe 9€orn va aviyveuouv MOAUTAOKA OITTIKA Xapda-
Kiploukd. ITpeotonoplakoi adyopiBpot, onwg o1 Faster R-CNN [16], YOLO (You Only Look
Once) [1] kat SSD (Single Shot MultiBox Detector) [17], ¢xouv ripoodépet uPnAn axkpiBela

KAl TayUTnTa otV aviXveuor) avVIKEIPHEVRV.

rxnpa 2.2: Avixveuon AuTIKEUEVOU O Aotk 080, LUE EVTOTILOUO OXNUAT®V, TodNnAdTov, telov
Kal gOIEWOU onuarodotn ueow apdunuévov niatoiov. [1]

[Ipoodata, n XPron apxXlteKIovVIKOV petacnpatiotov (transformers) [18] £xel géper e-
navAotaon oto nedio tng avixveuong avikeEPEVOV. AUTA Td POVIEAD KATAPYOUV TNV AVAYKI)
yla rtapadooiaKeg MPOoEYYIoElS IPOTAcE®V MeploXwv (region proposals), Xpnoporoiwviag
IIAYKOOU1 avarapdotaoct) XApaKINPloTK®V TG £1KOVAG KAl EMTUYXAVOVIAS eEAIPETIKT a-
nodoor.

H avixveuon avukepévav ouvexidel va dtadpapatidel kabopiotikd podo otnv 6pacn U-
TIOAOY10TQV, EMEKTIEIVOVIAG TA OPld TNG PEO® VEXV TEXVOAOYI®V Kal avoiyoviag to 6popo yia

QKO 10 KAWVOTOHEG eQaPHOYES 0g S1APOPOUG TONELG TNG EMOTUNG KAl TG TeEXVoAoyiag.

2.3 ZuveAdwktura Neupowvika Aiktua

Ta Convolutional Neural Networks (CNNs) [12] arotedouv pia e€e1dikeupévn katyopia
poviédev Babiag pabnong, oxedlaopévn yia v ene§epyacia Sebopévav pe XOPIKEG 18101n-
1eG, OM®G €1KOveg Katl Bivieo. Epmveuopéva amod tov tpomo Aettoupyiag tou avOpariivou
ortikou cuotpatog, ta CNNs xpnotpomnolouv epapyika emnineda ya va pabouv autopata
XWPIKEG 1EPAPXIES XAPAKINPIOTIKGOV Ao akatépyaota dedopéva ei0odou. Ze avtibeon pe
1a rapadoolard mARpeg ouvbedepéva veupwvikd Siktua, ta CNNs adlornolouv ouveMKTl-
KA ertineda, enineda vnodetypatoAnyiag (pooling layers) kat mArpwg cuvdedepéva erineda
(fully connected layers) ytia tnv arodotikr] e§aywyr] 1000 TOMKOV 000 KAl YEVIKOV ITPOTUIIMV.

H Baowrn) Aettoupyia twv CNNs eivat ) ouvéA&r (convolution operation), katd trv ortoia
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= Healthy
= Alarm
= Danger

O [ - Damaged

L}_r"’ilﬂ COMVOLUTION + RELU PODLING CONWOLUTION » RELY  POOLING FLATTEN W:JLII\:::TED SOFTMAX
Aircraft ) Structural Condition
Feature Learning o
Sensing Input Classification

Zxnpa 2.3: Evdektikn apyteKIoviKy oUVEIKTIKOU VEUP®UIKOU OIKTUOU.

epappdletat évag riuprjvag (filter 1 kernel) otv eikova £10660uU yia v e§ayoyr) onpuaviikov
Xapakinploukev. ITo ouykekpipéva, yia pa §obeica eikova I(x, y) Kat €vav CUVEAIKTIKO

rwpniva K(a, b), n nipddn g ouvedigng opiletal og:

S(x, y) = Z Z I(x — a,y — b)K(a, b)
a b

orou S(x, y) elvat o Xaptg XApaKuploTKOV £§060U PETd Vv ePaployr] tng oCUVEARNG,
I(x, y) n ewdva e106dou kat K(a, b) o ouveAikukog rupnvag (Evag pikpog rivakag exraide-
voev Bapov). Ot abpoicelg apopouv TG §1aotdoelg 10U ITUpnva.

Metd ) ouvéAddn, ta CNNs epappolouv enineda vroderypatoAnyiag (pooling layers)
yla ) peloon mg §1aotaong 1oV Xaptev XapaKInploTiKeV, dlatnpoviag mapdAAnda tig mo
onpaviikeg minpogpopieg. H mmo ouyva xpnotponoloUpevn) teXViK) eivat n péyilotn unodety-

patoAnyia (Max Pooling), n oroia opidetatl og:

P(x,y) = max S(x + i,y +j)
ijER

orou R eivat n meployn vniodetypatoAnyiag (r.x., mapabupo 2x2). H péyiotn vrodety-
patoAnyia datnpel 1a MO ONPAVIIKA XAPAKINPEIOTIKA, PEIWVOVIAG TAUTOXPOVA TO UTTOAOY1-
OTIKO KOOTOG Kal Tov Kivduvo urnepeknaibeuong.

Agou e€axBouv ta uPndou ermIedou XapaKtPlotiKAa PEO® MTOAAATIAGV erUES®V CUVEAL-
&ng kat unodetypatoAnyiag, to tedeutaio otddio nieplhapBavetl mAnpwg ouvdedbepéva ernineda
(FC layers). Ot Xapteg XOPAKINPEIOTIKGOV PETATPETIOVIAL O povodiaotato diavuopa Kat u-
noBdAdovial oe ene§epyaoia and €va KAAOIKO VeUupeviko Siktuo mpombnong (feedforward
neural network) yia ta§ivopnon. H tedikr) ipoBAeyrn) MPOKUITIEL HEOK TG OUVAPTIONG EVEP-

yoroinong softmax:

e
= W

Ta CNNs €xouv erm@épet onpavikeg e&edifelg otov topéa g 6pacng UTOAOY10TWY, EITL-

Dbi

TPEMOVIAG IIPMTOIIOPIAKES EPAPIOYES OTNV TASIVOUN 0T EIKOV®V, TNV AVIXVEUOT] AVIIKEIPLEVOV,
TV avayveoplorn MPooeII®V KAl TV 1aTPIKL avdaAuor e1KOVeV. BaolkEG apXITEKTOVIKESG, OTIOG
1o AlexNet [19], to VGGNet [20], 1o ResNet [21], kat ta Inception networks [22] £xouv

BeAtiotomowoet v arnodoor o€ MoKIAEG avayveplotikeg epyacieg. Ot ApXITEKTOVIKEG AUTEG

m Awtflopatkn Epyaoia



2.4 U-Net

Srapepouv g 1Pog 1o BAB0G, TNV UTTOAOY10TIKI] TTOAUTAOKOTITA KAl TG TEXVIKEG BeATioTono-
inong, aAAd oAeg Baoifoviat ot Sepediwdn apyn S LEPAPXIKAS EEAYOYS XAPUKTPIOTIKOV
HE0® OUVEAKTIKGOV SlEpyaoiav.

'Eva ané ta Bacikd mieovektpata tov CNNs givat n ikavotntda toug va pabaivouv au-
Topata avanapactdoelg XapaKPloTiKOV, §aleipoviag tnyv avaykr yia Xe1poKivitn eSayoyn
toug. H ewoayeyn g petagopdg pabnong (transfer learning) €xet evioxuoel akoun mnepio-
OOTEPO TN XPNOTIKOTNTA TOUG, EMITPEIIOVIAS TNV ASI0I0IN 0T MIPOEKIIAISEUPEVOV NOVIEAGY OF
eCe1dikeupéveg epyaoieg pe neploplopéva Sedopéva. Ermumdéov, n evoopdtoorn pnxaviopov
npoooyrg (attention mechanisms) kat 1 avartudn vBP1SIKGOV POVIEA®V PACIOPEVROV OF Jie-
taoxnuatotég (transformer-based hybrid models) £€xouv BeATidoet epAltéP® TNV IKAVOTTA
1@v CNNs va yevikeUouv aroteAeopatika o H1apopetika ouvoda Sedopévav.

[Tapa v emuyia toug, ta CNNs avupetoniouv oplopéveg MPOKATOELG, OTIOG 1) UITO-
AoyloTikY] TOAUTTIAOKOTTA, 1] eualoBnoia os ermboslg napanddvnong (adversarial attacks)
KAl 1] avaykn peyddov ouvodev dedopévav pe srmonpavoelg (labeled datasets) yia armo-
tedeopatikn exnaidevon. H €peuva emikevipoveral ot PeAtioon tng arodotikotniag tov
CNNs, pe v avarudn tEXVIKOV OIeg 1) 1] ouprtieon poviéAdov (model compression) kat 1)
autosrmBAeniopevn pabnon (self-supervised learning).

Ta CNNs eEakoAloubouv va artotedouv depédio Aibo g épeuvag otr Pabia pabnorn, v-
oot pifoviag ePpappoyEg apng oe Topelg Onwg 1 avtdovoun odnynor), n atpiky didyvaor,
n empnon Kat n aocpddsia. Kabwg n texvnu) vonpoouvr e§ediooetal, ta CNNs cuvu-
ApXouv Kat egedioooviatl mapdAAnda pe vedtepa apXlIEKIOVIKA rmpdtura, onwg ot Vision
Transformers (ViTs) kat ta veupevika diktua Baociopéva oe ypaprjpata (graph-based neu-

ral networks), oupB8dAAoviag and Kowvou otn S1apopP®Oor) Tou PEAAOVIOG TG UTIOAOY10TIKNAG

0pao”Ng KAl TG TEXVITING VOIoouvnG.

2.4 U-Net

To U-Net [23] elvat éva mAN)pwg oUVEAKTIKO veup®viko diktuo (Fully Convolutional Net-
work - FCN), e161kd oxebiaopévo yla epyaocieg tpnpatonoinong ewkovag. 'Exet uioBetndet
EUPEMG OTOV TOHEA NG 1ATPIKAG Anekoviong. ITapouoidotnke amno toug Ronneberger et al.
10 2015 xkat éktote €xel kabiepwhel wg pia amod g mo 51adebopéveg APXITEKTOVIKEG Yid
ONHACI0AOYIKY THNHATOOINon, XApn otV 1Kavotntd ToU va anotun®vel 1000 mAnpodopia
UYPnAoU eruredou 000 KAl XWPIKEG AETTIOPEPEIEG, PNECK HN1AG CUPHEIPIKIG APXITEKTOVIKIG
TUIMOU KOO1KOITOT]-ATOK®O1KOITOTH.

H apxitektovikn tou U-Net arnoteAeital ard 6Uo kupla pépn:

¢ Kwdwkonontyig (Contracting Path): ESdyel xapaktnplotukd upnou erurédou péow

ouvedi§ewv Kat urodeypatoAnyiag.

¢ Anoxrwdikonoutrg (Expanding Path): Avaxkataokeuddel tov XAptn) TRUNATOIOIn-
ong péow upsampling, pe ) fonbeia ouvdéoewv napakapyng (skip connections) aro

Ta avtiototya otdadia T0U KOSIKOTIONT).

Mia areikovion g apXteKIoviknig tou Y-Net mapouoiddetat oto Zxnpa 2.4.
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KepdaAaio 2. Oswpnukod unié6abpo

Kodwronowtig To povordatt t1ou kwdikoroutr) arotedeitat anod enavalapBavopeveg ou-
vediktikeg mipagelg 3 X 3, evepyoroinon ReLU, kat urnodetypatoAnyia péoe max pooling
2X2:

Sir1 = max(Wy * S; + by),
ijeR

orou S; givatl o XAptng Xapakinplotkov oto smninedo [, W o ouvediktikog rtuprjvag, by n

petatoruon kat R ) meptloxr) vnodsiypatoAnyiag.

Anokwdikonountig O ANOK®SKOIIOUTI)G AVIIKATOITIPideEl TOV K@OIKOIOUTr] KAl augdvel
otadlaka 1 X®WPKY avaluon péow upsampling, Imou MTUYXAVETAL PE AVECTPAPHEVEG OU-

vedigelg 1 mapepBoAr), akoAouBoupevr and oupBatiKy] CUVEAKTIKY [PAdn :

U; = Upsample(S)),

O1 ouvdéoelg mapaKaAPYPng EMmMTPENouV oto diktuo va ouviuddel mAnpogopia VYPnAng Kat

Xapning avaduong, BeAtidvoviag v akpiBeia eViomopou.

TeAko6 Eninedo E§660ou 'Eva ouveliKtiko ertinedo 1 X 1 avuotokilel ta XapaKtnplotka
oT1§ eMBUPNTEG KATNYOPIES, EVA 1] evepyoTtoinorn softmax arodidetl mbavointeg ava eikovo-
otolxeio:
e
= —24 Y
)y ;j €7

OTIoU p; eivatl 1) mOavotTa T0 EIKOVOOTOIXELO0 { va avriKel o pia Katnyopia.

Dbi

To U-Net éxet erubei§et uynAn anodoorn oe 61aPopoug ToPelg, ard v TUNPATOOiN o
EYKePAAMKOV OyKaV [24] [25] kat riveupovikov olibiwv [26] , £mg tv efaywyr 081KmV d1KTuwv
oe 50pUPOPIKEG e1KOVEG [27] Kal TV avayveoplon Aopidov oe autdévopa oxnuata [28] [29].
Xproeig Bpilokovial emiong otn yeopyia [30] [29] kat oty rieptBaAAoviiky ITapakoAoudnorn
[31] [32].

Qot600, 10 poviedo €xel Katl meploplopousg. H moAurmdokotnta 1ou propet va anattet
augnpévoug TIOPOoUG, EVK 1] TUNIATOMOIN 0 PIKPGOV AVIIKEIHNEVEOV UITOPET va £ival AvermapKr|g.
Emiong, X®pig TEXVIKEG KAVOVIKOIIOinong 1 evioxuong dedopévay, eival mbavo va mpoxkuyet
UTIEPTIPOCAPHOVT).

Ia v avupetomnon aviov tov depdtav £€xouv rpotadei napaidayég onwg 1o U-Net++
[33], to Attention U-Net [34] kat to 3D U-Net [35].

Zuvoyidovtag, 1o U-Net arotedel 9epeA1wbn apXITEKTOVIKT) 0TIV TUNHATOTIOI 01 £1KOVAG,
TMIPOOPEPOVIAG VAV 100PPOTIHEVO CUVEUAOHO KATAVONONG ITAYKOOHUIOU IEPIEXOPEVOU Kal

dlatrpnong AemtopepEIDV.

2.5 Knowledge Distillation

H 1nébobog Knowledge Distillation [36] arotedel 1eXVIKT] CUNITIEONS POVIEA®V, KATA TNV

ortola €va PIKPOTEPO, IO ATOSOTIKO HOVIEAO, YVKOOTO ®§ Madning, eKmaldsvetal wote va
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2.5 Knowledge Distillation

input
output
] L 2 .
: aﬁ‘lg -~ segmentation
] map

== Cconv 3x3, RelU
copy and crop

§ max pool 2x2

* Up-Comy F'x?

i 0N 1x1

Zxnna 2.4: Apxuekrovikr) U-Net: ovppetpukn) doun kwOukomomn-anokwOkonomn yia onua-
O10/0yIKY) TUNUATOTIOINOT).

PunBet ) ouprepipopd evog PEYAAUTEPOU Kat 10XUPOTEPOU POVIEAOU, Tou diddokovta.
Avti va Baoiletal amokAsiotikd otig sukéeg ainbeiag, o pabnuig adlornoiel g soft la-

bels tou 616dokovia — Katavopég TlavotnI®V mou neplAapBavouv Asmtopepn) MAnpogdopia

Y1a TS OXEUKEG Opo10TTeg PeTady v KAdoewv. H katavour| autr) urnodoyiletal péow tng

ouvdptnong softmax pe mapaperponoinon Seppokpaociag:

exp(z} /T)

_ 2.1
O exp(ij /T) -1

Pr(yilo) =

orou T eivat n apapetpog depporpaciag mou «efopadvver v katavopr. O pabning
eRMASEVETAL WOTE VA €AAX1OTOIOAOEL ] S1adpopd petady v S1K®OV Tou MpoBAtyenv Kat

ekelvav tou H18aockovta, péon g arokAiong Kullback-Leibler (KL) [37]:
Pr(Yklx)

Lxp =T 1 2.2
KD = ZpT(ykIX) 0g——— De(Ud) (2.2)

orou ps(yilx) eivar n npoBiendpevn mbavotnta tou padntr. Ta mo oAorAnpepévn
eknaibeuorn, n napandve anwAeia Propei va cuvduaoctel e v napadooiakn aremisia dia-

OTAUP®LEVIG EVIPOITIAG:

L=10-ADLce+ALkp (2.3)

He v mapdpetpo j va pubuidet i oupBolr) teov §Uo opwv.

Autr) ) TPOOEYY10n EMTPENEL OTOV Padntr) va netuyaivel ouykpiown anodoon pe 1o po-
viédo 616daokovia, H1atnpwviag tTautoXpova PIKPOTEPO HEYeB0g Kal XapunAOTEPEG ATIALTYOELG
UTIOAOYI0TIKQOV TIOP®V — KAB10T@VIag TV KATAAANAD Yid EQAPIIOYES O KIVITEG OUOKEUEG 1

EVOOUATEIEVA ouothpatd.
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KepdAao 2. Oenpnuiko unoBabpo

2.6 Movtéda Awayxuong

Ta poviéda dayuong (Diffusion Models) anotedoUv pia Katyopia Mmapayeyikov po-
viédev (generative models), ta ormoia £x0Uv onpEIOOEt §AIPETIKA ATIOTEAE0IATA O £PYAOieg
OTI®G 1] OUVOEDT] €1IKOVAV, 1] PETATPOT] KEIPEVOU O €1KOVA Kat 1) anadowdpr) SopuBou arod
b6ebopéva. Ze avtibeon pe nmapadoolakég mpooeyyioetlg, onwg ta GANs kat ot VAEs, ta
povtéda Saxuong Bacidovial o pia ortoyxaotikn Siadikaocia, katd v oroia Yopubog peta-
pénetal otadlakda oe dSopnpéva dedopéva péow plag akoloubiag ekmaideupévov Bnpatov
artobopubBoroinong. Znuavikeg egeldifelg, onwg ta Denoising Diffusion Probabilistic Models
(DDPMs) kat ) ipoogyytlon Denoising Score Matching (DSM), £€xouv eviunoolakd evioXUoet
TNV MO0TNTA KAl TOV EAEYXO0 TV ITAPAYOPeveV delypdiav, kadiotoviag ta poviéda diayxuong

1davika yla epappoyeg uynlng rmototntag [38, 39, 40].

Ma6npatiky Alatunworn

Ta povtéda draxuong vAoroovy pia dadikaocia Vo otadivv: pia mpog ta eprpog dia-

d1kaoia kat pia aviiorpodn (AvaKataoKkeur)).

IIpog ta Epnpog Awadikacia Acdopévou apyikou Selypatog Xo ~ q(X), ripootibetat ota-
dlakda I'raouoiavog 96puBog oe T Pripata, cupgeva pe éva npoxkaboplopévo mpoypappa
dtaomopdg f, ..., Br. 'Etol, mapdyetal pia akodouBia 6o kat mo SopuBwdwv Setypdtav

X1, ..., XT!
T
axur | %0) = | [ axe I xe-0),
t=1

q(X¢ | X¢-1) = N(Xt; V1 —ﬁtXt—l,ﬂtI),

orou 10 B; € (0, 1) eAéyxet tnv éviaon tou dopuBou oe KABe Xpovikd Prpa.

Po(xi—1]x:)
=y H@ @* *@

Zxnua 2.5: Anewcouvion ¢ ajiuvoibag Mapko yia TN mpog ta eUTpog kat avtiotpogn dtadikaoia
Siayvong.

Parametrization Trick Opidovtag a; = 1 — B¢ kat a; = H;zl as, kKaBe YopuBupévo deiypa

propel va urnoAoyiotet aneubeiag ©G:

x = Vaxo + V1 —ate, e~ N(O,I).
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2.6 Movtéda Aldxuong

Avtiotpogn Awadikaocia TIa va dnpioupynBei éva véo detypa, Sexvape ard kabapo Sopu-
Bo xr ~ N(0,I), xat mpoortaBovpe va avactpéyoupie ) Staxuon PEO® 111ag POVIEAOTION-

pévng aduoidag:

Po(X¢—1 | X¢),
1

pPa(Xo.1) := p(XT)

T
t=

Po(Xi—1 | Xp) = N(X¢-1; po(X¢, 1), U;(Xt, D).

: -
s
The forward trajectory & . e
Q(XU:T) aF of = J ] o Ll 5 E
" w.' . ¥ -.‘_' A
"3 0 2 2 0 2 3 [ 2
2 2
The reverse trajectory .
pa(Xo:1) of of ! . 1{" | . _J(

The drifting term
My (Xe,t) — %,

Zxnua 2.6: Ewovoypagnon g aviiotpogng Stadukaoiag diaxuong.

Exrnaidsuon Movtédou Alayxuong

H exnaidevorn Paocidetal ot peylotonoinon g mbavopavelag tov 6e5011€vev PEC® TOU
evidence lower bound (ELBO):

T
log ps(x0) = Eq(xy.11x) 108 Pa(Xolx1)] _DKL(CI(XT|XO)||p(XT))_Z E qexiixo) [PrL(q(X¢e11x¢, X0)||po(xt—11x¢)].
t=2
(2.4)

Avanapapetponoupévn Anodsita E@oocov £xoupe und ouvOrfKkn yvoorn tou Xp, PIOPO-

UHE va eEKPPACOUE PE UTIOAOYIO10 TPOTIO TNV KATAVOUT) g aviiotpodpng dadikaociag og:

a(xe-1 | Xt. x0) = N(xe-1; (Xt X0). B, (2.5)

orou :
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KepdAao 2. Oenpnuiko unoBabpo

. l—ay Va1 Vai(1 - ag-1)
Bi=——13, ue(xt, X0) = 50 + = Xt. (2.6)
1-a; 1-a; 1-a

O1 ouVteAeoTég aUTOl €§apT®VIAL ATOKAEI0OTIKA artd 1o rpdypappa petaBoArg tng diaoro-

PAG KAl PITOPOUV va UTIOAOY10TOUV €K TV TIPOTEPRDV.

AnoAcia A6p0wong ®oplBou  Av ey(x, t) eival 1o veupwviko SIKTUO oU eKTd tov Sopu-

Bo, n anwAeia opidetal wg:

B

St _ 2
s —a e~ et t>||2]. 2.7)

L = Exo,t,e [

Amdonowupévn EkSoxry Ot Ho et al. [14], ot pedén toug 1o 2020, ripdtevav tv ardo-

o pévn €kdoon :

simple _
Ly - Bxp.te [

2

|e — e (Vao + VI~ ae, t)||2] , 2.8)
n oroia eivat o otabepr) Kat arodotikr otV medgn.

ExpaOnon Alwaonopdg Apxikd, ta povigda padawvav povo ) péor Tiun g aviiotpopng

Katavoprg, pe otabepr| Siaomopa. Ot Nichol et al. [41] enekteivouv ) Siadikaoia emttpeno-

VIag 010 POVIEAO va mPoBAETEL KAl T H1aoTiopd Xy, PeATiwvoviag v akpiBela 1ov Setypdtov.

Algorithm 1 Training Algorithm 2 Sampling

_l): repeat ( ) 1: X~ ,'\-r(O.I)

o Yo gqiXo 2 fort=7T,...,1do

3ot l{}l(lg)lil;l({l ~~~~~ T3) 3 z~N(0,T)ift > lelsez =0

. €] s —o
5: Take gradient descent step on ¥ Xe-1= ﬁ (Xt - \}1_—({60(&-5)) + oz
Vo Hﬁfea(\/ﬁ_g.xu+\/1 7('\;6,1‘)”2 5: end for
6: until converged 6: return xo

Zxnpa 2.7: Awabukaoia eknaibevong kai detyparoinyiag ota poviéda diayvong.

Zupnepacpatika Ta povieda Sidxuong npoopépouv pia dewpnukd Sepediwpévn Kat ota-
Yepr| pébodo napaywyng dedopévav, pe eVIUIOOoIaKES eMBO0ES 08 ePaAPIIOYEG OTIRG 1) TIA-
pay®yI UWning eukpivelag eikovev. H otadiakn @uon tng napaywnyng ta kabiotd baitepa
KatdAAnAa yla epappoyeég Oneg 1 UTEPavAAuon €1KOVAG, OTIOU ATldlteital PeAAloTIKY KAl

AEMTOPEPT|G AVAKATACKEUT).
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Kegpalatro B

M£00o60g xat anoteAéopata

Eto KepdAalo autd meptypdgovial ta ocUuvola Sedopévev Tou Xpnotponow|fnkav oto
MAQi010 TV MEPAPATOV 1ag, HE OKOIO TtV epAPUOYn Kal TV a§loAdynon tev o-
VIEA®V 61d)U0onNg oTov TopEA NG UMTEPAVAAUOTG £1KOVAG. APXIKA, TAPouo1dadovial OUVOITTIKA
1a ouvoAa He6opévav, ouvodeudpeva amo evieKTIKA apadeiypata elKOvVeV. L1 OUVEXELQ,
avaAuetat 61e€061kd 1 Hladikaocia npoetotpaciag twv Sedopévev yia v eknaibeuon v po-
viEdwv, kabwg Kat 1 pebododoyia mou akoAoubrOnke yia tv vAoroinorn g IPoTEVOEVNS
APXITEKTOVIKIG.

Emmiéov, meptypdadetal avaAutikd 10 mpotevopevo pipeline, 1o omoio cuvduddel tnv
UTIEPAVAAUOT] HE TEXVIKEG EVIOITIOPOU AVIIKEIPEVOV, KAl TIAPOUO1Adovial ta aroteAéopata
1@V MEPAPATOV T000 0€ ITIOCOTIKO 000 Katl og 1ototko erinedo. H aflodoynorn cuvodevetat
ard CUYKPITIKOUG MTIVAKEG KAl OITTIKEG AVATIAPACTACELS, O1 OTToieg avadelKVUoUV T1§ d1apopeg

arodoong petady g PAaoikrg KAt g Ipotevopevng pebodou.

3.1 XZUvola Asdopivov

3.1.1 Brats2023

Ot 6ykot tou gykeddAou, kat Blaitepa 10 yAoroBAdotopa Kat 10 §1aXUTo AoTPoKUTOA
HE Poplakd XapaKinplotikd yAolo8Aactopatog (Yvooto Kdl ®§ actpokutopa 4ou Babpou
oupgpwva pe tov Iaykéopio Opyaviopo Yyeiag - WHO) [42], ocuykatadéyovial otoug 1o
emBeTIKoUg KAl davatnpopoug P®Ionadeis KaKonOelg OYKOUG TOU KEVIPIKOU VEUPIKOU OU-
OTHPATOg OTOUG evhAkeg, pe diapeon embiowon mepirou 15 pnvev. Autoi ot 0yKotl Tapou-
o1adouv £viovr) €1epoyEvela 0 POPPoAoyia Kal 10TOAOYIKA XAPAKINPIOTIKA, VR £lval ouxva
avbektuikoi ot Separeia, Aoyw SUOKOAI®V 0T PAPHAKEUTIKI] TIPO0BAOT OTOV YKEPAAO Kal
G BLOAOYIKHAG TOUG TTIOAUTTAOKOTHTAG.

O etjoog Saywviopog Brain Tumor Segmentation (BraTS) otoxevet otnv afloAoynor
Katl BeAtioon ouyxpovev adyopifpev yia tnv autopatn KAtdTpnorn OYK®V ToU eyKeEPAAou,
APEXOVIAG £va TIPOTUTIO CUVOAO 6ed0EVOV e UPNANG MO10TNTAG EMONIAVOELG.

To BraTS (Brain Tumor Segmentation dataset) [43] amoteAei éva eupéwg Xpnotooto-
UPevo oUVOAO Hedopévav yia v KATATHN 0L OYK®V eYKEPAAOU aIld IIOAUPOPPIKEG LAYV TL-
Kkég topoypadieg (MRI). IleptdapBavel t€ooepig tunoug anekoviong: T1l-weighted, T1 with
contrast (T1c), T2-weighted kat FLAIR [44, 45, 46], ot ortoiot cuvduddoviat yia trv 0AOKAn-

POHEVI] AIEIKOVION NG EYKEPAAIKNG avatopiag kat raboloyiag.
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Kegpadao 3. MéBobog kat anoteAéopata

Zxnpa 3.1: Mayvnukég topuoypagies eyke@aAwv pe mapouvoia OyKav 61apopmdv UeYED®L.

To BraTS &wakpivetal yla v KAWIKI] TOU £yKUPOTNTd, KAB®G Ol EMIONIAVOELS EXOUV
npaypatoroinOei ano €181koug, ot eminedo eikovootoixeiwv. To vywndo eninebo axkpiBeiag
etval {®TKAG onpaociag ya tyv eknaidevon alyopibpev Broiatpikng texvntig vonpoouvng,
b6edopévav TV MPOKANoewV TTOU oxetidovial pe tn 61abeoaotnta Kald emMOonNPIAcHEVROV 1ATPl-
KOV 6edopévav [4]. To ouvolo unootnpidel mMANB0g ePpaPPOYOV OIS KATATHNOT], TIPOBAEY
erBioong kat avduon e§eA€ng oykou, kat eival diaxwpilopévo oe ouvoda training, valida-
tion kat testing.

2o mAaiolo autng g epyaoiag, xpnoworow|Onke n ékdoorn BraTS2023, n oroia e-
prAoutidel mponyoupeveg ekbooelg (rt.x. BraTS2021, BraTS2022) pie ermumtA€ov meplotatika,
BeATiONEVEG ETTIONIAVOELS KAl EVIOXUHEVES ATIEIKOVIOTIKEG 1EBodoug. O otoX0g NG £ival 1)
Po®ONoN mponypévav nebddov autopaing Katatpnong, He epappoyeg oe diayveoorn, mapa-
KoAouBrnon kat oxedlaopod Sepaneiag yla acBeveig pe oyroug eyrepalou [47, 5, 6].

IIpostopacia AeSopévav

Katd wmv 8idpkea tng mpoene§epyaociag twv dedopévov tou ouvodou BraTS2023 yia
v eknaideuon tou poviédou, §0OnKe Eudaon otn owotr] S1axeiplon Kal MPOEToIaAcia TV
EIKOVOV Y1d TV ATOTEAEOPATIKY KATATIN 0T TV OYKV eyKepddou. Ta Sedopéva napéxoviat
oe popor .nii (NIfTT - Neuroimaging Informatics Technology Initiative), n ortoia etvat e161ka
oxeblaopévn yua Sedopéva 1atpikng aneikoviong. H popr) auvtr) vnootnpidet ipiodidotateg 1
1eTPad1aoTaATEG ATIEIKOVIOEIS KAl TIAPEXEL HUVATOTNTA ATTOO)KEUONG TO0O 11§ VAo TOU KAOe
voxel (to tpobidotato avdadoyo tou pixel) 600 kat tov petadedopévev, Orwg ot diaotdoelg
Kdl 1 X®P1Kn avdduon, o €va eviaio apyxeio.

Apxikd, ta Sedopéva PoptHdnKav KAl avayvootnkav pe t Xpnon g PiBAlodnkhkng
Nibabel, n oroia sivat katdAAnAn yua ) dwaxeipion apyeiov NIfTI. Emeidr) ot ewkdveg me-
plAapBavav 1éooepls dlapopetikeg amneikoviotikeg pebodoug (T1, Tlce, T2, FLAIR), 6Aa ta
modalities yia kaBe aobevr) fjtav eubuypappiopéva petadu toug (co-registered), dieukoAuvo-
viag €101 vV avaAuor] Toug.

I'a va nipoetopactovv ta dedopéva yia exkraibeuon oto 2D poviédo pag, kavape split
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3.1.2 Traffic Lights

1a 240x240x155 tensors, rou eixav dnuioupynOei pe ) PoriOeia tou nibabel, wg pog v
tpitn Hiaotaon (Babog), pe arnotédeopa kabe topoypadia va daywpiotet oe 155 drodraotateg
(2D) exkoveg. Aebopévou ot to poviedo pag arattet e100doug pe daotdoelg 256x256 pixels
yila v eknaidevon, epappooinke padding otig €1KOVEG, MOTE VA IPOCAPIIOCTOUV OTIS ATTdl-
Toupeveg daotdoelg. Autn ) Sadikaocia S1aoPpAdios OTL OAeG O1 EIKOVEG £1XAV OL1OIOPOPPES

draotdoelg, xwpig ertiong va xabel n oroladnote mAnpodopia aro g apyIKeS Topoypadieg.

Zxnpa 3.2: AnoteAéopara tou split oe diaotnua 30 gikovov

3.1.2 Traffic Lights

H avutdévopn odrynon artoteAet évav arnd toug taxutepa avarrtucoolevous TOUELS g te-
XVI|THG VONIooUvnG, e OTOXO0 1) Snpioupyia aocpaAiotep@v KAl IO ArToS0TIKOV PETAGOP®V.
'Eva amno 1ta onpavikotepa TeXVIKA eurodia mou mpéret va Senepactouv givat 1 adlomotn
aviyXveuorn Kdl avayveplon TOV @EIEWVEOV ONPatodotdv o€ MPAyHatiko Xpovo, kabwg autotl
naidouv kpiowo podo otn pubpion g KUKAopopiag KAl oty aropuyr) atuxnpdatev. H a-
KP161)G avayvoplo1 IOV QROTEWVOV onpatodotov eivat Seped1mdng 1000 yia v Katavonor) 1@V
KUKAOPOPLAKOV CUVONK®OV 000 KAl yid T 0®OTr] aAANAEmidpaon 1@V aUutovVOR®V OXNHATOV
e 1o iepiBadAov toug.

Y10 mAaiolo g ekraidsuong Tou POVIEAOU [1ag, PE OKOIIO TV PEATIOOT] TOU OTOV Topéa
MG autopatng odnynong XPelaotnKe évag onpavikog apdpog eavapiov. 'Etot, 61e8rx0n
€peuva oto 61adiktuo wote va Ppebolv cuvoda 6edopEvav Ta ormoia va MEPLEXOUV PRTEVOUS
onpatodoteg oe uYnAr avdduorn. Ev cuveyela, ta ouykevipooape kat Snpioupynoape eva
custom oUvoAo 6edopévav artoteAOUPEVO ATIO PAOTEIVOUG ONPATo80TEG Yld TOUG OKOTTOUG NS
epyaoiag autng. ITepidapBdvel e1kOVEG Ao PAYHATIKEG 0O1KEG OKNVEG, AapBAvovtag uroyn
S1aPOPETIKEG KALPIKEG OUVONKeG, TTOKIAA eMineda PAOTIOPOU (1€pa, VUXIaA, COUPOUITO0), KAO®S
Kat §1apopoug TUToUG KAl XPOPATIKOUG ouvduaopoug pavapi®v ToU XPNo10rolouvidl o
O1aPOPETIKEG XWPES.

[Mapakdte avagépoviatl ta ouvoda dedopévav arod ta oroia e§rxbnoav ta eavapla rou
XPNOPOMOW0nKav yid TV EKAidEU0oT TOU POVIEAOU 11Ag KAl 0T OUVEXELA AvAPEPOULE TV

OUVOAIKTY) Sladikaocia npoernedepyaoiag rmou UnEotnoav ot EIKOVES.

COoCoO

To ouvoldo dedopévaov COCO (Common Objects in Context) [48] eivat éva ouvodo d6edo-
Pévev peydAng kAipakag mou mpoopidetal Kuping yla 1g pebodoug g avixveuong aviket-
Pévev Katl g Katdtpnong ewkovag. Ilepigxel mave amo 330.000 ekoveg, kabegpia ano g
ortoieg ivat eruonpacpévn pe 80 Katnyopieg avilkKeEvey Katl 5 Ae¢Avieg ITOU MePypapouv

) oknvr). To ouvoAo Sedopévov COCO ypnoponoleital EUPERS OV €PEUVA THG OPAONS

AitAeouatxn Epyaoia m



Kepalato 3. M£6odog kat arotedéopata

[Tivaxag 3.1: Traffic Lights Detection Datasets and Number of Images

Dataset Number of Images
COCO 1,153

Traffic Lights Detection Dataset 3,210

Lisa 944
BDD100OK 1098
Bosch 213

Google Open Images 1,539

Total 8,157

UTOAOY10T@V KAl £Xel Xpriotpononfel yia v eknaibeuon kat a§loAdynor moAdmv pHovieAov

aviXVveuong Kat TUNHPATONOINoNG aviKEPEVOV TeEAeuTaiag tTexvoloyiag.
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xnua 3.3: Iapabeiyuata eovav mou avnrouv 1o COCO

BDD100K

To BDD10OK [49] eivat éva ekteveég ouvolo dedopévav rou reptdapbavet 100.000 Bivieo
0dnynong, to kabéva Gidprelag repinou 40 Seutepolénmav, pe avaiuon 720p kat 30 kapé
avd deutepoAernto. Auto 10 oUvodo Sedopévev KaAUrel pia mowkiAia oevapiov odrynong,
KAPIKOV OUVONK®OV KAl @P®V TG NEEPAS, Iapexoviag pia rmiovola BAaon yia v avartudn
Kat a§lodoynorn cuotPAtev autovopung odnynong. Ot ermonpavoelg neptdapBavouv Sidgpo-
PEG gpyaocieg, OM®G AVIXVEUOT] AVIIKEIPEV®V, ONIAvVor Ampidav, TPNPAToroinon meploxmv

0dnynong kat aileg, H1eUKOAUVOVIAG TNV £PEUVA OTNV ETEPOYEVI] TTIOAU-EQPYACLIAKT) P1AOnon.

Bosch

To Bosch Small Traffic Lights Dataset [50] eivat éva eupt ouvoAo debopévav Iou 1Ipoo-
pidetal yia v avixveuorn gatevev onpatodotev , £va Kpioto Brpd npog ty mAnp®sg auto-

patonoupévn odrynon os actika riepiBaddovia. Arnotedsitat aro 13.427 ekdveg KAPEPAS

m Awtflopatkn Epyaoia



3.1.2 Traffic Lights

rxnpa 3.4: Emonuacugveg etkoveg odnynong aro 1o BDD100OK
Be avdAuorn 1280x720 migeAg kat rieptdapBavet niepirou 24.000 ermonpacpévoug POTEIVOUG

onpatodoteg. Ot ermonpdavoelg rneplAapBavouv 1600 ta oploBetnpéva mAaiold IOV PRTEWVOV

onpatodotev Kabwg Kat v TpEXoUsa KAtdotaon (Evepyo pwg) KABe pmtelvoy onpatodorr).

“ir

xnpa 3.5: Emonuacucveg eucoveg od6nynong ano to Bosch

Google Open Images

To Google Open Images Dataset [51] eivatl éva ektevég ouvoAo 6edopévev UtoAoyiott-
KI)G 0paong Mou MepAapBAvel TIEPINOU 9 EKATOPPUPIA EIKOVEG HE ETIKETEG TTOU KAAUITTIOUV

X1A146eg KATNYOPIEg AVIIKEIEVOV

Lisa Traffic Lights

To LISA Traffic Light Dataset eivat éva extevég auvolo debopiévav mou avarrtuxOnke yla
Vv urootn PN g £PEUVAG OTNV AVIXVEUOT] KAl AvAyVOP10T] QROTEWVGOV ONIatodotev, Kpiotpo
oTo1XEl0 Yla ta ouothpata autovopng odnynong. Autd 1o ocuvolo dedopévav meptlapBavet
Bivteo kat oxoAlaopéva Kape mou rePEXouV PTEIVOUg onpatodoteg otig Hvopéveg [MoAtteieg,

e owkidia oevapiev 0drynong, oneg S1adPopeTikeg ®PEeG TNG NHUEPAS KAl CUVOHKES POTICHO0U.

Traffic Light Detection Dataset

To Traffic Light Detection Dataset eivat éva oUuvoAo dedopévav patevev onpatodotwv
ou €xe1 avaptnBet otnv 1otocedida Roboflow Universe. Tlepiéxel 4000 e1kdveg He eronpdav-

O€1§ Y1a TPElg Katnyopieg potevov onpatodotwv (Traffic-Green, Traffic-Red, Traffic-Yellow).

Awtlopatkn Epyaoia m
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Zxnpa 3.6: Emonuacucveg etkoveg tou ouvoujou bebopsvav Google Open Images

Zxnpa 3.7: Iapabeyua eucovag pe gateivovg onuarordboteg ano to Lisa Traffic Lights dataset

Auto 10 oUvoAo 6edopévav eivatl H1a0£01110 yia Afyn KAl PIopet va xpnotpornoinbei yia v
ekmaibeuon POVIEA®V avixveuong avukelpéveov, oupBdldoviag otnv avartuén epappoyov

UTIOAOY10TIKEG OPAOTG TTOU OXETI{ovVTal Pe TV avayvoplor QEIEWVOV ONIatodotov.

IIpostopacia AeSopévav

Katd v nipoeriegepyacia tov debopévav rmou xpnotponor)dnkav yia ty eKknaideuor) tou

povtédou, ouddéxOnkav eikoveg arod £§1 Siapopetika datasets ta oroia repteixav e1KOveg

m Awtflopatkn Epyaoia



3.1.2 Traffic Lights

PRTEWOV onpatodotdv. O OKOIOg HTav va €VIOIIOTOUV KAl Va ATOPovVEOOoUV €1KOVEG TTOU
TIEPIEXOUV POIEIVOUG ONPATOO0TEG, O1 OTT0101 ATTOTEAOUV TO KUPIO AVIIKEIPEVO evBladpEPOoVIog
yla v avdluor.

Agbopévou ou ) YriepavaAuorn Ewovag (Super-Resolution) amattel eikdveg uynArg mot-
otntag kata 1) dadikaocia exknaideuong, KpiOnke anapaitnto va EATPaPloTouV Kat va aro-
KAeglotouv ta Sebopéva xapndng avaduong. Ta va Swaopadiotel n xpnowpoua v dedo-
pévav, anopaoiotnke va Siatnpnbouv Povo ot petevoi onpatodoteg 1oy oroimyv ta bounding
boxes katadapBavouv meploxr] peyadutepn amo 2500 pixels, kaBwng JewpnOnke ot 1€T01A
dedopéva apéxouv enapkr) minpodopia yla v eknaideuorn tou poviédou.

AgouU mpoodlopiotnkav o1 onpatodoteg mou mAnpouoav ta npoavapepBivia Kprplda,
gywav cropped oote va dnuioupynbouv o1 VEEG E1KOVEG TIOU TIpoopiloviav yia ekmnaidsuon
Tou povtédou pag. T'a va Staopadiotei ) opoopopdia otg Staotdoelg kat va Snpioupynbouv
€1KOveg oupBatég pe 1o poviddo, epappootnke padding otig cropped €1kOveg, TIPOKEIPEVOU
va napaxBbouv 1edika ekoveg pe daotdoelg 256x256 pixels. Autr n Siabikaocia 6x1 povo
EMETPEYE TNV TUIOIoinon v dedopévav e1066ou, addda draopdiioe Kat tr diatfpnon twv
KPIOTH®OV AETTITOPEPEIDV TOV PRATEIVOV ONI1ATOS0THOV, EITITPEITIOVIAG OTO HOVIEAO va eKMTASEUTEL
pe Sedopéva uPnArg odTNTag KAl CUVETTELAG.

Ia va mapouoctaoctei n KAtavoprn 1@V E1IKOV@V, TIOU Xprnotponolndnkav ano kabe dataset,
napatifetatl 1o akoAoubo ypadnpa, 10 Omoio areikoviel Toug apldpoug TOV EIKOVEOV TTOU
ermAéxOnkav arod kabe éva aro ta €6 datasets. To ypapnpa autod mapexet pia oagrn ekova

g oupBoAng kaBe dataset otn drapopPpwon tou teAkoU cuvorou SebopEvav.

Number of Images per Dataset

3000 +

2500 4

2000+

1500 A

Number of Images

1000 -

500 A
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YUVOAKdA, ouAdéEapie 8.157 e1kOveg pwievav onpatodotav, pe Siaotdosig 256x256 pix-
els. Me okoro v augnor tou aplBpou v eIKOVeV rou anaptidouv to dataset, anogaocioape

va epappoooupe texvikeg data augmentation. AsSopévou 6t oto mAaiolo g epyaociag yua

AitAeopauxny Epyaocia m



Kegpadao 3. MéBobog kat anoteAéopata

TNV UTIEPAVAAUOT] E1KOVAG 1] TIOWOTNTA TOV EIKOVAV ATTOTEAET TOV ITAE0V KAO0P10TIKO TTapayovid
yla Vv ermtuyia 1 v anotuyia tou HoviéAou, Kpivaple 0Tt TEXVIKEG eraunong Onwg 1 [po-
00nkn SopuBou, n pocappoyn TV Xpopdtev 1) 1o MixUp 6ev frav katdAAnldeg. EmutAéov,
AOY® TOU TEPIOPIOHOU TOU ermBdAAAetal ano TG otabepiég draotdoelg 1wV eIKOVRV (256x256
pixels), anoxkAeiotnkav TeXVIKEG TTOU 9a PIIOPOUCAV VA TPOITOIIOW)0oUV TG §1a0TACELS TOUG.
Qg &Kk toUTOU, €rmALEAE VA AQUEICOUHE TO OUVOAO TV EIKOVAOV HAG PECK TEXVIKOV OIKS TO
mirroring (kabpenuopog) kat v neplotpodr) Katd +90°. Metd v epappoyr] autov tev
TEXVIKWV, TO TEAIKO OUVOAO T®V e1KOVOV augndnke oe 32.628, ap1Bpdg rmou eival nmpakuka

TETPATIAGO10G OE OXEOT) € TO APXKO.

Zxnua 3.8: H avdevtikn ewcova (ota aptotepd) padi pe g enavinueveg ekboxEg te: Kadpe-
Tropévn etkova (n deutepn) Kat ot meplotpoPEs e katd -90 kat +90 uoipeg avtiotoya

Eivat a§loonpeinto rog autd rmou kabiotd 1o npobAnua twv eeteveov onpatodotov 181a-
1tepa MOAUTIAOKO €ivat 1 peydldn nowkwopopdia toug. Ot potevol onpatodoteg Prnopouv
va dlapépouv oe oxHa, Popdr), XPWHA KAl ITPOCAVATOAIOHO, EVE I EPLPAVIOL) TOUG ETPE-
adetal ard e§WIEPIKOUG MAPAyovieg OMWG 0 PRTIONOG, 1 OPA TG NUEPAS KAl 01 KAIPIKEG
ouvOnKeg. AUTEG O1 PetaBAnTeG KaB1oToUVv TV avayveplorn Kat v UMEPAvAaAuot] Toug eva
uaitepa anmattntiko npoBAnpa, mou arnattel MPOoapHooTIKA KAl 10XUPA HOVIEAA yia v
ATIOTEAECPATIKT] AVIIHIETOITON TOU.

[Mapaxkdte niapatibevial oplopéva apadsiypata geIEVOV onpatodotdv rmou Bpiokoviat

0T0 OUVOAO HebOEVOV 11aG Y1a VA QAVEPOOOUV TV EYYEVI] ITOAUTAOKOTTA TOU ITIPoBANIaTOog.

Zxnpa 3.9: Aiagopetikn wpa g nuEPag

m Awtflopatkn Epyaoia



3.2 Yrmepavdduon pe 1o poviédo SinSR

Zxnpa 3.10: Aiagopetikd oxnua eavaglov

wi

Zxnpa 3.11: Aiagopetikd xpoua

3.2 Ynepavalduon pe to poviédo SinSR

Ta npdodata ermrevypata v PHovieEAav Siaxuong €xouv avoifel véoug opidovieg otov
X®PO TOV MAPAYDYIKOV HOVIEA®V, 1€ EPAPHOYEG TTOU EKTEIVOVIAL ATIO T OUVOEDT] EIKOVOV £K0G
mv araloipr] YoputBou KAl vV AvakATAOKeUr]. Q0t600, £va aro td PAacikd PElovVeEKTHaTa
10V apadoolakov poviedwv diaxuong, onwg ta DDPMs (Denoising Diffusion Probabilistic
Models), eivat ] UTTOAOY10TIKY] TOUG AVATIOTEAEOPATIKOTTA, KAO®G 1 APAY®YL] PAG EIKOVAG
UYPNALG TIo10tntag anattel ouyva ekatoviadeg Brjpata. Auto anoteAel ONpPAvilKO MePLOPIORO
0 £PAPPOYEG TIOU ATAITOUV XAPNAO XPOVO ATIOKPIoNG, OM®MSG I AUTOVOMI TMAONYNOoN 1) 1)

LATPIKY] ATEIKOVIOT).

To SinSR (Single-Step Super-Resolution) [52] mpoteivel pia katvotopo AUor), petdvoviag
1 6adikaocia mapaywyng os éva Povo VIEEPUIVIOTIKO BApa. Zuvdudaletl v suedi§ia twv
poviédov Sidyuong pe TtV arodoTiKOTNTIA Ot XPOVIKY] TTOAUMMAOKOTNTA, XP1O1H10TIOIOVIAS
éva oxrpa 6vo otabiewv: éva povigdo teacher (raxutiko) kat éva poviédo student, 1o oroio
pabaivel péow aneotaypévng pabnong va avarnapdyel T0 arotéAeopd Tou MPWIoU Ot €va

povo nEpaopa.

3.2.1 Auwatunwon IIpoBAnpatog

RHXWXC RSHXSWXC

'Eote x € Pa ekova xapnirng availuong kat y € 1] AVIioTO1XN £1KOVA
UYPnAng avaluong pe iapayovia peyeduvong s. LtoxXog ival 1) eKPAadnorn piag ouvaptnong
F : x — y mou Sa avakataokeudadel 11§ AETOpEPELEg TTOU XAOnkav kata i Sadikacia

unodetypatoAnyiag.

H napadooiakr) ipoogyylon PEo® POoVIEA®V §1aXU0NG OTOXEVEL 0TV IIPOCEYY10T] TS Ka-
tavopng p(y | x) péom puag papkoBiavrg ailuoidag anobopuBorioinong. To SinSR aviibeta

ETTIYELPEL Va TIPOOEYYIoel AUty TV KATAVOHI) Apleod, o éva povo Brpa.

AinAeopatxny Epyaocia m



Kegpadao 3. MéBobog kat anoteAéopata

3.2.2 ApPXITEKRTOVIKI]

To SinSR Paociletat oe apyitektovikr tuniou U-Net, evoopatovovtag Swin Transformer
blocks [53] avti yia kAaowka self-attention layers, owote va oculAdBetl aroSotikda 1600 TOTUKA
000 Kal raykoopa cupgppalopeva. IlepidapBavel évav Kadikormontr), £vav arnoKmd1Komol-

nu) kat skip connections petagu toug.
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Reconstructed %,

Lg‘ = Lyse(fa(xr. 3. T), x0)

(a) One-step bi-directional distillation (b) Consistency preserving loss

rxnpa 3.12: Apyutektovikr) SinSR: 1o povtéflo padntrg mpo6iémer v High Resolution sucova
amno 1o dayvtko puovtéAo dbaokaiou e m Bondeia Knowledge Distillation.

3.2.3 Exnaideuong

To SinSR sknaibevetal péow evog teacher-student oyrjpatog. O teacher sivat éva tu-
mk6 DDPM mou paBaivel va avakataokeuddel v ekova peoa armo Sadoyika Prpata
arntobopuBoroinong. O student eknaidevetal ®ote va npooeyyidel 1o TEAKO AnoteAeopd Tou

areuBeiag amno v 1o JopuBwdn avanapdotaon :

x = Vaiy+ V1 —ae. e~ N(,I)

Fé(XT, X) ~y
3.2.4 Zuvaptnoeilg AnwAslag
IMa v anodotikn petadopd yvoong, XP1No1Horolouvidl TPELG ATIOAEIES:

e Distillation Loss:
0
Laistit = 1FyCer. x) = £ Cer. )13

e Reconstruction Loss:

‘-Erecon = ”FS(XT’ X) - y”%

e Inversion Loss:
2
Linwverse = |lfa(x0, x, 0) — XT”2

H ouvoAikr) aniwAela eivat:

‘Ltotal = Ldistill + Lrecon + Linverse

m Awtflopatkn Epyaoia



3.2.5 TIIAeovexktrpata tou ZivZP

3.2.5 IIAsovexktnpata tou ZivEP
e Tayvtnta ExtéAdeong: Eva povo népaopa yia napaywyr 1Kovag uyning avaiuong.

e AvOerTIROTNTA Ot @d6puBo: KAnpovopei tg Suvatdinieg arobopuBoroinong tou

teacher.

e EueAdia oe Avaduon rat [Ieprexopevo: O1 Swin Transformers e§aopadidouv mpo-

ocappootukonta os Sidpopa peyedn Kat oevapia.

3.2.6 Metpirég A§l0Aoynong

e PSNR: AxkpiBela avakataokeurg oe emiredo pixel.
e SSIM: AlapBpwTiki) opo1dINTa PE e1KOVA avadopdg.
e LPIPS: AvtulAnmuikn opootnta péon embeddings.

e MUSIQ, CLIPIQA: Metpikég mootntag Paoiopéveg os transformers kat contrastive

learning.

Ot apanave PeIpikég draoparifouv ot 1o SinSR mapdyet eikoOveg ouU eivatl 0x1 LOvo

Aerttopepeig aAAd Kal peadlotikeég oe eminedo aviiAnyng.

3.3 H Auwataln pag

Y ouykekppévn epyaoia, n Sidradr) pag ouvbuddet éva state-of-the-art adyopibuo a-
VIXVEUONG AVIIKENEVOV 1€ TV IIPOCEYY0L TG UIEPAVAAUONG £1KOVAG TTOU TTAPEXETAL ATTO
10 SinSR, yia ) BéAtio enedepyaocia Kat BeAtioon g avAAuong CUYKEKPIIEVOV AVIIKEL-
pévev. H ouvoAikn Siadikaoia neptypdgpetal napakdate.

Apxikd, kabe ekova €10080U Tepva PEoA Ao €vav oUyXpovo alyopilfpio aviyxveuong
avukepévev, 1o YOLO (You Only Look Once)[1]. To YOLO, to omoio gnpidetatl yia v
TayutnIa Kat akpiBeida tou, evioridel 1a avikeipeva eviiadpEpoviog otV £1KOVA Kal ITapAayet
1a avtiotoixa bounding boxes.

X ouvéxeld, TA AVIIKEIPEVA TIOU eviormidovial, mepikAgiovial péoa ota oplobetnpéva
mAaiowa (bounding boxes) kat e§ayovrat amno v apyiKy €1kova péo® tng Sadikaoiag crop-
ping. Auto £xel wg anotédeopa ) SnPIoUPYia EIKOVOV TOU TIEPIEXOUV ATIOKAEIOTIKA TA AVTl-
Kelpeva evilapEPoVIog, EMTPENIOVIAG TV £0TIA0T TOU £MOHEVOU 0Tadiou 116Vo OTIS KPIo1ieg
Aerttop€peteg.

O1 e€ayoueveg e1KOVEG TIEPVOUV 0T oUVEXela arod 1o SinSR, 1o oroio epappodet v mpo-
Tewvopevn pebodo Sraxuong yia ) Bedtioon g avdduong. H dadikacia avt draopaliidet
ot ta avukeipeva svdlapépoviog arnodidoviatl oe IOAU UYPnAdtepn MOOTNTA, ATTIOKAAUITIO-
VIag eTUTAE0V AETTIOPEPELEG KAl TTANPOPOPIEG TTOU HTAV ITPONYOUHEVAG 11 OPATEG OTIV EIKOVA
XapnAng avaluorng.

H oloxAnpepévn Sidtadn evoopat®vel ta IMAEOVEKTNIATA TG TAXElAg avixveuong tou

YOLO kat ng 10XUpng Urepavaluong e1kovag t1ou SinSR, rapéyoviag éva aroteAeopatiko

AitAeopatxny Epyaoia



Kegpadao 3. MéBobog kat anoteAéopata

epyaleio yla v evioyuon g moldtntag €1KOvag O ePAPIIOYEG OIOU I AvAAuon Kat 1)

Aemop€pela £€X0UV MIPOTAPYIKI] onpaocia.

YOLO

Cropping —p.—. SinSR

Zxnua 3.13: H &wataén pag: Amo v aviyveuon avikeévov uéow tou YOLO otn Seftioon
¢ avaivong péow tou SinSR.

3.4 Metpirég

MUSIQ - Multi-scale Image Quality To MUSIQ eivai éva poviédo a§loddynong rnoiotntag
ewkdvag mou Xpnopornolel pertacynpatoteg (transformers) yla tmyv avaiuon Xapaktnpioti-
KOV €1KOvag og ToAAarAég kAipakeg. H moAuxrAipaketr) mpoogyyilon tou MUSIQ tou ermt-
1pérnet va aglodoyei 1000 1 oUvoAlkr) Hojir) 000 Kat 1§ Aemtopépeteg, Kabiotmviag 1o 16aviko

Y1la €1KOVEG PUOIKROV TOTIOV KAl MTEPIEXOPEVO TIOU PoBAaAAetal oe §1aPOPETIKEG CUOKEUEG.

CLIPIQA - Contrastive Language-Image Pretraining Image Quality Assessment To
CLIPIQA eival pia péBodog mou Baociletat o peyadng KAipakag nposknaideuorn, ouvdualo-
VIag YA®OOIKA KaAl OTTIKA XAPAKINEIOTIKA Yid TNV NPoBAeWn NG MOooTNTAS Piag £1KOVAG.
Méow NG XP1ong oUYXPOVAV IIPOEKITAOEUPEVAV HOVIEA®V, KATAPEPVEL VA ATIOTUTIWOEL AVTL-
ANmukEG KAl oNPactoAoyikeg d1adopég, Kabiothviag 10 KatdAAnAo yla e1kOveg He ITAOUO10

MEPIEXOPEVO KAl KAAATEYXVIKEG EPAPOVEG.

3.5 AnoteAéopata

Y& auThV TNV EVOTNTd ITapouotadovial Td MEPAPATIKA AroTeAEoPATa TOU OUCTHHATOS 1Ag
yla umepavaluon €1Kovag, PE OUYKPlon tng arodoong dUo H1apopetikdv d1apoppioenv :
a) YOLO oeg ouvbuaopo pe 1o Paocko (vanilla) SinSR kat ) YOLO oe cuvbuaouod pe to
BeAtiotormonpévo (fine-tuned) SinSR. H oUykpion npaypatornoteitat oe U0 51apopeTikoug
TOHEIS — TNV 1ATPIKI) ATEIKOVION KAl TNV AViXVEUOH AVIIKEIPNEVOV OF TIPAYHATIKEG OUVONKEG
— TIOU aVIUTIPOO®ITEVovVIal arnd ta ouvoAa dedopévav BralTS2023 kar Custom Traffic Light
Dataset, avtiotoixa.

Ta kaBe ouvoro bebopévwv, aglodoyoupe v arddoon v HOVIEA®V 1000 PEC® TT0-
coTk®V petpkov (MUSIQ kat CLIPIQA), 600 Katl Néo® OMTK®OV OUYKpicewv. Autn n Ot
MPOCEYY10T) 11AG EMTITPETTEL VA ASI0AOYT)0OULIE TTIO00 ATTOTEAEOPATIKA KAOe ekBoY1) Tou pipeline
dlatnpel g Aertop€peleg, EVIOYXUEL TOV PEAAIONO TOV EIKOVEOV KAl IIPooappodetal otig anat-

moelg KABs epapooTikoU mediou.

m AinAeopatxny Epyaocia



3.5 ArnoteAéopata

Ta nepapata npaypatonow)dnkav oto repiBailov tou Google Colab pe v xpron mg
T4 GPU aglonowwvviag v BiBAobrke Pytorch. ‘OAog o kwdikag vdoroiriOnke oe Python 3,

StaopalAiloviag v avanapayeylkotid TV aroTteAeoPATOV.

BraTS2023 Dataset

H npotn ipooéyyion agopd 1o BraTS2023, éva ouvolo §e5011EveV 1ATPIKIG ATTEIKOVIONG,
TOU XPnotporow)fnke yia v a§loddynorn Tou poviéAou pag o 1atpikd repBailovia uyning
axkpiBelag.

H exnaibevon mpaypatorow)Onke ya 30 enoxég, pe batch size 64 kat apyxiko pubpo
ekpabnong (learning rate) 5.0 X 107% oupgoeva pe npoypappa pubpou ekpabnong tou
povtédou pag. Anogaociotnke va kavoupe validation, wote va egetddoupie v oot a g
eknaibevong pag, ava 5 emoyég. To poviédo pag anobrjkeve ta Papn tou avd pia €moxn.
To ouvolo dedopevav riepieixe 22320 MRI eykedpdAdmv pe karkonOelg OyKoug, Kal eTiAexOnke
P& OKOIIO TNV AIMOKATACTACH UWPNANG avaAuong £IKOVOV OYK®OV £YKEPAAOU Ao XAPnAng
avaluong e1oodoug.

To povtédo nou Baocietat otr Baoikr) péBodo (vanilla SinSR) métuye clipiqa 0.46336 kat
musiq 43.33183. Avtifeta, 10 finetuned poviédo mou kavape PeATinvoe onpuaAvVIIKA TA ATIO-
teAéopata, ermtuyyavoviag clipiga 0.51584 kat musiq 44.37971. Autd ta arnotedéopata
Selyxvouv OTL 1] TIPOTEIVOEVT TIPOCEYY10T arnodidel kadutepa otn Siatpnon Kpiotiev Aemto-

HEPEIOV KAl OTNV akpiBeld TV EIKOVAOV.

MéBodog CLIPIGA | MUSIQ Enoxég Ernaideuong | ZxoAwa
Vanilla SinSR 0.46336 | 43.33183 - -
Finetuned model | 0.51584 | 44.37971 30 IZnpavuky BeAtioon

[Tivaxag 3.2: Syvontuedg [Tivakag AmoteAeopudio yia v eKnaibeuon Tou HoVTEAOU Uag Ue To
BraTS2023

Ta 6ebopéva tou BraTS2023, Adye g UWnAng toug doprng Kat rowkilopopdiag, &-
METPEYPAV OTO POVIEAO VA YVEVIKEUOEL EMITUXMOG, ITAPOUCIALOVIAG ONPAVIIKEG PEATIOOELS e TN
1€60606 pag.

Ty mnpoortdOeia va aloAoyrjooupie TV AroTeAeopaTIKOTNTA NG TIPOTEWVOUEVNG HE-
9660u, mapabetoupe e1kOVEG TTOU €x0UV UTOOotel enegepyaoia t6oo and ) Baoikr) pébodo
vanilla SinSR 600 kat aro ) 81k pag mpotevopevn mpoogyylorn. Ot e1kdveg AuUtég ma-
pouotalouv gudaveig Sadopég otnv modtnTa Kat v eukpivela. H vanilla SinSR pébodog
Sratnpei 11g Paoikég Asrtopgpeteg, aAAd ouyvda amotuyxavel va avadeiSetl g mo Aemtopepeig
TANPOPOPIES OTIG E1KOVEG XaPnAng avaduong. AviiBeta, n 61kn pag pEBodog npoodepet on-
pavukd BeAtopévn anddoor), artoKAAUITIOVIAS IEPLIO0OTEPES AETTTOPEPEIEG KAl EVIOXUOVTAG
11 OUVOAKI) Tolotnta g €kovag. H ouykpilon avt katadeikvuet ) duvaprn g mpotet-
VOPEVNG TIPOOEYY10NG, £101KA Of MEPUTIMOEIS OITOU 1] avaluor Kat 1) Aermtopépela naiouv
Kpiowio poAo.

Ta amoteAéopata auvtng tng oUykplong napouvoctadoviatl ota Xxnpata 3.14, 3.15, 3.16,
kat 3.17, onou napouocialovrat Sirmda-6irAa ta aroteAéopata ano to vanilla SinSR kat and

10 fine-tuned poviédo. Ot avtiotoixeg MOCOTIKEG aSloAoyT|0elg, OUNIEPIAAPBAVOIEVOVY T@V

AitAeopauxny Epyaocia m



Kegpadao 3. MéBobog kat anoteAéopata

petpkev CLIPIQA kat MUSIQ, napéyoviat otoug mivakeg 3.3, 3.4, 3.5 kat 3.6.

Vanilla
SinSR

Qriginal
MRI

Cropped
Tumor

Finetuned
model

Zyxnpa 3.14: Zuykpion payvnukng touoypagiag evog mp@tou acdsvoug ustalu tou vanilla
SinSR povtéflov kat tou _fine-tuned pouvtéjlou

CLIPIQA MUSIQ
Vanilla SinSR 0.58877 | 31.01172
Finetuned SinSR | 0.67096 | 35.09375

[Tivaxag 3.3: IToooukr alojidynon 1@V anotefleOUdImv IOV Uayvntik@v TOUOYQaAPLOdL Yia ToV
TPWTO acdevn
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Vanilla
SinSR

Original
MRI

Cropped
Tumor

Finetuned

model

Zxnua 3.15: Zuykpion payvnuknig topoypagiag evog deutepou acdevoug uetalu tou vanilla
SinSR povtejlou kat tou fine-tuned povtéjlou

CLIPIQA MUSIQ
Vanilla SinSR 0.52724 26.76562
Finetuned SinSR | 0.65398 | 33.679695

[Tivaxag 3.4: INoootikn a§iofloynon 1oV anoteAsOUdIoU IOV UayvnTik@v TOUOYoaPiov yla Tov
bevUtepo aodevn

Vanilla
SinSR

Original
MRI

Cropped
Tumor

Finetuned
model

Zxnpa 3.16: Zuykpion payvnukng topoypapiag evog 1pitou acdevoug puetalt touv vanilla SinSR
uovtéAou kat ou fine-tuned poviéAou
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CLIPIQA MUSIQ
Vanilla SinSR 0.57583 | 31.16667
Finetuned SinSR | 0.66020 | 36.26562

[Tivaxag 3.5: INoootkn alofoynon 1oV anoteAsoudIoU OV Layunitkov TOUOYoapiodv yia 1oV
1pi10 aodevn

Vanilla
SinSR

Criginal
MRI

Cropped
Tumor

Finetuned
model

Zxnupa 3.17: Zuykpion payvnukng topoypagiag evog t€taptov acdevoug petalu tou vanilla
SinSR povtélov kat tou fine-tuned povtéjlou

CLIPIQA | MUSIQ
Vanilla SinSR 0.58643 | 31.01172
Finetuned SinSR | 0.67096 | 35.09375

[Tivaxag 3.6: INoootkn alofoynon 1oV anoteAsoudIo OV Uayunitkov TOUOYoaPiadv yia 1ov
1€1apt0 acdevn
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Custom Traffic Light Dataset

It devtepn mpoogyytlorn, to poviédo eknnaldevtnke oto Custom Dataset Potevaov Zn-
patodotwv, oto oroio rpoavapepOrKrape Asrropepng, Kat ermAéxOnke yia va aglodoynbei n
anédoor tou poviedou oe dedopéva rmou avukatontpiouv peaAlotika oevapia.

H exnaidsuon npaypatonow)Onke oe 20 e10XEG, XPNOIPOMOIOVIAG TG 1d1eg mapapérpoug
exknaidsuong pe 1o mponyoupevo dataset. Ot elkdveg niepiedapBavay H1adPopPeTIKOUG PROTEIVO-
Ug onpatodoteg ano Siadopa pEpn tou mAavr)tn, AngOeiosg oe H1adpopeg Yovieg Kat oUvONKeg
POTIOP0U, KaO'0An ) S1dpkela tng NUEPAS.

M£6060g CLIPIGA MUSIQ Enoyxég Ernaidevong | TxoAwa

Vanilla SinSR 0.619685 | 61.859375 - -

Finetuned model | 0.620766 | 57.435679 20 Meétpla anodoon Adye mot-
otntag dataset

[Tivaxag 3.7: Zvvontkog ITivakag ATOTeEAOUATOV yia THY eKTaideuon ToU LOVTEAIOU uag Ue To
Traffic Light Dataset

Xt Baowkn pébodo (vanilla SinSR), ot tipég CLIPIQA kat MUSIQ fjtav 0.619685 kat
61.859375, avtiotoixa. To fine tuned poviédo dev napouoiace kamnola adloonpeiot PeA-
tiwon, pe CLIPIQA 0.620766 kat MUSIQ 57.435679, yeyovog rou ogetAetal oty ImoAu-
MAOKOTNTA TOV AVIIKEIPEVOV TIOU J€AOUPE va £QpappPlOCOUNE UTEP-AVAAUOT], OM®G £XOUNE
avagepet.

Ta amoteAéopata urodsikvuouv ot to dataset oto omnoio exknaidevoape 10 Poviédo pag,
mbavov va pnyv repleixe enapkrn rokiopopdia 1 mowdtnia yia va UrootnpiSetl myv ekma-
ideuon tou poviédou. AUTO PAVEPWVEL TNV AVAYKI] Yld MEPATEP® RIMAOUTIONO tou dataset
1] XP1|O1] IO 10XUPKOV TEXVIKGOV IPOETegepyaoiag.

TNV NEPITRo TV EIKOVAV TV PRTEWVOV ONPatodot®v, apabétoulie anotedéopata amno
v ene§epyaoia tooo pe ) Baocikr) péBodo vanilla SinSR doo kat pe ) §1kn pag rpotevope-
VI] POOEYY10N. XT1G OUYKEKPIHEVEG €1KOVEG, Hev Tapatnpeital KArowa onpaviiky dadopd
oTnVv o0 TA Kat TNV gukpivela avapeoa otig Suo pebodoug. Kat o1 U0 mpooeyyioslg armo-
Tuyxavouv va avadei§ouv erurdéov Aertopépeteg, mbavag Ady® g @uong tou dataset, riou
dev mapéxel enapkn noklopopdia 1 Asmropépeteg yla nepattép® PeAtiwoetg. H ouykpion
autr) vnoypappidet v avaykn yia eprdoutiopo tou dataset 1y ) Xprjon mo ege1dikeupévav
TEXVIKOV yia debopéva dnwg avtd.

Ta anotedéopata autryg g oUYKplong rapouotadovial ota oxnpata 3.18 kat 3.19, érou
napouotdloupe imda-dirmla tg €§66oug tou vanilla SinSR kat tou poviédou mou exkraide-
Uoape 0g E1KOVEG POTEWV®V onpatodotv. O1 aviioTtoiXeg MOCOTIKEG ASI0AOYT|0ELS, CUNITEPL-
AapBavopévev tov petpikov CLIPIQA kat MUSIQ, napéxoviat otoug mivakeg 3.8 kat 3.9.
Autég o1 ouykpioelg 6eixvouv OTL Kat ta dUo poviéda anodibouv mapdpola aroteAéopata,

avadelrviovtag Toug TEPIOPITH0US TOU OUVOAOU 6e80EVOV TIOU XP1O110TTO)ONKE.
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Original

Cropped
Traffic
Light

Finetuned

Vanilla SinSR
model

Zxnua 3.18: Zuykpion 1oV anotefleoudiov Utep-avduong yla Tov me®To ¢OIEO onuatodotn
uetalv touv Baocukov poviéfou SinSR kat tou fine-tuned povtéAou

CLIPIQA MUSIQ
Vanilla SinSR 0.63090 | 59.68750
Finetuned SinSR | 0.65129 | 61.31250

[Tivaxag 3.8: INoootukr; altoAdynon tev anoteAsoudTov
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Original
Image

Vanilla SinS

Cropped
Traffic
Light

Finetuned
model

Zxnpa 3.19: Zuykpion TV anoteleoudiov urtep-avdjuong yia 1ov 6eUTEP0 eRTEVO ONUAto-

60w peralv ou Baowkov poviéflou SinSR kat tou fine-tuned pouvtéflov

CLIPIQA MUSIQ
Vanilla SinSR 0.60847 | 64.03125
Finetuned SinSR | 0.59024 | 69.25000

[Tivaxag 3.9: INoootkn aflofloynon tov anoteAsoudiov

Awtlopatkn Epyaoia






KepaAaro ﬂ

EniAoyog

4.1 ZTupnepaopata

Avaxkepalaigvoviag, oty rnapovoa SuAe@patiky epyacia, egetdoape myv epappoyr] g
TEXVIKNG NG UItepavAAuong e1kovag péo® tou state of the art poviédou Single Step Super
Resolution (SinSR) oe 6o 6iagopetuika datasets: 1o BraTS2023 kat éva custom dataset
POIEVOV ONPATO60T®V, TO OT0I0 AIOTEAEITAl A0 £va OUVOAO (PWOIEIVOV ONIATO80TOV TTOU
€xouv egaxOei anod dapopetikd ouvoda Sedopévav. Me Baon v nelpapatikey pag avaiuon
MIPOEKUYE OT1, yia 1o dataset BraTS2023, 10 poviédo pag Katdpepe va EKMAISEUTEL ETITUX WG,
napouotddoviag Yetkd anotedéopata oty avababyion g avaiuong ekovav. Qotdco, ta
arnoteAéopata ya 1o custom dataset potevov onpatodotmv dev fav 1o 1610 evBappuvika,
kaBwg Sev mapatnpnbnke ouolactiKy IPO0S0g OTNV UMEPAVAAUCT AUT®V TOV EIKOVQOV.

H ermtuyia oy eknaidsuon tou SinSR oto BraTS2023 arodeikvuel 0Tt T0 CUYKEKPTHIEVO
poviédo propel va anodoost anotedeopatikd os 6edopéva 1aTPIKng ATEIKOVIONG UPNANG
mowotntag. H duokoAia mou napatnpndnke oto custom dataset gpoteivov onpatodotov a-
vadelkviel TBaveg MIPOKANOEIS TTOU OXETi{ovial Pe T QUor TV dedopévav, 0Twg 11 XapnAr
nowKIAOpopdia, 1 MO0 TA 1] 1 AAEWYT AVIUTPOORIEVUTIK®V XAPAKINPIOTIK®V TTOU ATlAlTo-

UVTdl yld TV AoTEAECHATIKI] YEVIKEUOT] TOU HOVIEAOU.

4.2 MeAdovuirég Enertaoeig

H napouoa gpyaocia avoiyetl 1o §popo yia mepattepm Epeuva Kat BEATIOO0ELS OTNV EPAPHIOYT)

TG UMTEPAVAAUOTG E1KOVAG. ZUYKEKPIIEVA, Ol PEAAOVIIKEG ETIEKTAOELS TTEPAAPIBAVOUV:

e AUfnon tng nmowkidopop¢iag rat nmoiwdotnrag tou dataset PwTEWVOV onpatodo-
Tov: Epmloutidoviag to dataset e rieplioodtepeg e1kOveg ard S1aPpopetikég oUVONKeG
POTIOP0U, yovieg ANYyng Kat niepiBadldovia, evoExetal va PeAdtiwbdel n kavotnta tou

povtédou va avaduvet autd ta dedopéva.

¢ Xprion rapopsTikOV apyitekTovirk®V SinSR povtédwv: H adioddynor) o mpony-
Hévav poviédev uniepavaluong eikovag, onwg ESRGAN [54] 11 EDSR [55], Sa pnopo-
U0E va ArOKAAUYEL €AV IO 10XUPES APXITEKTOVIKEG HITOPOUV VA AVIIHEI®ITICOUV TIg

TpoKAroelg tou custom dataset.
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e Metagopda padnong: H afilonoinon nposknaideupévev povicdov SinSR og peydia
ouvola dedopévev mapopolag euorng 9a Popouce va Bondroet otV IIPOcaAPIoYI] TOUG

yla v €MiAUOT GUYKEKPIPEVQOV TTIPOBANIATOV.

e Efcpsuvnon dragpopetirov ouvaptioswv anmdelag: H evoopdtoon evaAAaktukeov
ouUVapPTNoE®V KOOTOUG, Oniwg perceptual loss 1) adversarial loss, pnopet va odnyr ot

0€ TT10 PEAALOTIKA ATIOTEAEoPATaA UTTEPAVAAUOTG.

e A%loAoynon oe emunAéov datasets: H epappoyr) tou SinSR og repioodtepa Kat mot-
KlAopopga ouvoda Sedopévev da oupBaddet oty e§aywyr KaABOMKGOV CUPIIEPACHATOV

OXETIKA 1€ TNV ATOTEAECPATIKOTITA TOU PoviEAou oe dlapopetikd redia epappoyng.

ZUVoAKd, 1 epyaocia autr) emBeBaldvel ) SUVANIKY] THG UTIEPAVAAUONG E1KOVAG O CUYKE-
Kplpéva media, eve tautoxpova avadelkviel IEPLOXEG TTIOU XP1{0UV TEPALTEP® SlEPEVVNONG,

Yétoviag tig faoceg yia peAdoviikég BEATIOOELS KAl ETIEKTACETG.
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Chapter E

Introduction

5.1 Motivation

Super-resolution has emerged as a novel and impactful field in computer vision, en-
abling the enhancement of low-resolution images to higher resolutions. This technol-
ogy has many practical applications across various domains, including medicine, au-
tonomous driving, security, and remote sensing. In medical imaging, particularly in the
enhancement of brain magnetic resonance imaging, high-resolution imaging can con-
tribute to early detection of diseases and improve diagnostic accuracy. Beyond the med-
ical field, similar improvements in image clarity can also play a vital role in autonomous
driving, where systems depend on sharp, detailed visuals to navigate safely, detect obsta-
cles, and make split-second decisions in complex environments.

Despite the success of traditional convolutional neural networks (CNNs) and deep
learning-based super-resolution approaches, existing methods often suffer from limita-
tions such as blurriness, loss of fine details, and the introduction of unwanted artifacts.
Additionally, many conventional models struggle to generalize effectively across diverse
real-world datasets. This necessitates the exploration of more robust and generalizable
approaches, particularly those leveraging generative models.

Recently, diffusion models have gained significant attention in the machine learn-
ing community due to their exceptional capabilities in image generation, denoising, and
inpainting. Originally designed for generative tasks, these models have demonstrated
their strong potential for high-quality image reconstruction, paving the way for new re-
search directions in image super-resolution. Unlike traditional deep learning approaches,
diffusion-based methods progressively refine image details through a series of learned
transformations, making them particularly well-suited for reconstructing high-resolution
images from their low-resolution counterparts.

Given the increasing importance of high-fidelity image reconstruction in real-world
applications, this research investigates the potential of diffusion models to provide a
more effective and scalable solution for super-resolution tasks. By leveraging the power
of these models, we aim to explore their strengths, benchmark their performance, and
bridge existing research gaps in super-resolution techniques. The findings from this
study could have far-reaching implications for multiple domains, enhancing the quality

and usability of super-resolution technology in critical applications.
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Chapter 5. Introduction

5.2 Scope of work

This diploma thesis represents the first stage of a broader research initiative focused
on exploring the dynamics of diffusion models across various applications. While the
current study specifically investigates image super-resolution in domains such as medical
imaging and automated driving systems, diffusion models have shown great promise in
a wide range of machine learning tasks, including denoising, anomaly detection, video
frame interpolation, and data synthesis. Future research will expand upon the findings
presented in this work, applying diffusion-based techniques to other critical areas such
as satellite remote sensing and security, and time-series forecasting. By analyzing the
adaptability and performance of diffusion models in different contexts, this research aims
to contribute to a comprehensive understanding of their capabilities and limitations. The
insights gained from this study will serve as a foundation for further exploration, bridging
the gap between theoretical advancements and practical implementations in real-world

applications.

5.3 Structure

This thesis is organized into five chapters, guiding the reader from foundational con-
cepts to practical implementation and evaluation.

Chapter 5 introduces the motivation and scope of the research. It presents the core
objectives of the study and outlines the structure of the thesis.

Chapter 6 provides the theoretical background necessary to understand the problem
space. It explains the fundamental principles of image super-resolution and object detec-
tion, and explores key machine learning models such as Convolutional Neural Networks
(CNNSs). Particular emphasis is placed on diffusion models, which form the core of the pro-
posed methodology. Building upon this foundation, the chapter expands into an overview
of generative modeling approaches that have been applied to the super-resolution task.
These include Autoregressive Models [56], Variational Autoencoders (VAEs) [57], Normal-
izing Flows (NFs) [58], and Generative Adversarial Networks (GANs) [13]. This review
highlights the motivations for adopting diffusion-based models in our study.

Chapter 7 presents the methodology of the proposed system. It describes the datasets
used—BraTS2023 for medical imaging and a custom Traffic Light dataset for real-world
visual scenarios—as well as the data preparation process. The chapter then details the
SinSR model architecture, the training strategy, and the integration of object detection
(YOLO) with the super-resolution pipeline.

Chapter 8 focuses on the evaluation of the proposed pipeline. It provides both quanti-
tative and qualitative comparisons between the baseline (vanilla) SinSR and the fine-tuned
version, in the context of both medical and real-world datasets. The analysis is based on
perceptual metrics such as MUSIQ and CLIPIQA, offering insights into the strengths and
limitations of the approach.

Finally, Chapter 9 concludes the thesis by summarizing the main findings and contri-

butions. It also identifies current limitations and proposes directions for future research,
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particularly in improving generalization, dataset diversity, and model scalability.
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Chapter E

Theoretical Background

T115 chapter outlines the theoretical foundations supporting the proposed image
super-resolution pipeline. It begins with an overview of super-resolution tech-
niques and object detection frameworks, which are essential for identifying regions of
interest before enhancement.

We then cover core deep learning architectures—such as CNNs, U-Net, and Vision
Transformers, with a focus on the Swin Transformer used in SinSR. Knowledge Distillation
is also introduced as a strategy for efficient model deployment.

The chapter further reviews generative models relevant to super-resolution, including
Autoregressive Models, VAEs, Normalizing Flows, and GANs. Finally, it presents Diffusion
Models as a cutting-edge approach for high-fidelity image synthesis, setting the stage for
the methodology and experiments that follow. standing the methodology and experimental

framework presented in the following sections.

6.1 Image Super Resolution

Image super-resolution is a computer vision method that aims to improve the resolu-
tion of an image and is achieved by reconstructing a high-resolution image from a low-
resolution one. This technique is vital for recovering details lost due to sensor resolution
limitations or external factors and is used in a wide range of applications. These include
satellite and aerial imaging [3], medical image processing [4],[5],[6], infrared imaging [7],
facial image enhancement [8], vehicle plate recognition [9], fingerprint identification [10],

and many other industrial and security applications.

Improving image quality can be achieved through hardware or software adaptations.
Hardware-based methods, although more efficient in some cases, are often more expensive
and less flexible. In contrast, software-based methods [11] are more cost effective and
have the potential to be applied to existing images or systems, making them ideal for many
use cases. For this reason, software-based methods have dominated scientific research
and practical applications of super-resolution.

It is important to note that image super-resolution does not simply refer to the en-
largement of the image dimensions, but to the increase in the number of pixels per unit
area of the image. Unlike simple enlargement techniques, such as bicubic interpolation

[59], which stretch the image by adding pixels through interpolation, super-resolution
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Figure 6.1: Comparison of a low-resolution satellite image of the city of Paris (left) with the
corresponding high resolution image (right), highlighting the enhanced sharpness and detail
achieved through image processing techniques.

increases the actual pixel density, reconstructing new details that were not present in the
original image. This allows for the creation of images that contain more details and higher
resolution. A visual comparison of these techniques is presented in Figure 6.2, highlight-

ing the difference in output quality between bicubic interpolation and super-resolution.

e n v Aale < & vt LR T
1 P ¥ ' ) | j ' :~ﬁ_ ' 1 - ‘
(2) Original (Low-Res) (b) Bicubic Interpolation (c) Super-Resolution Output

Figure 6.2: Comparison between original image, bicubic upscaling, and super-resolution.
Super-resolution reconstructs realistic high-frequency details rather than simply enlarging
existing pixels.

In recent years, the field has advanced rapidly, driven by the development of novel deep
learning architectures such as Convolutional Neural Networks (CNNs) [12] and Generative
Adversarial Networks (GANs) [13]. These methods allow for the reconstruction of details
with high accuracy while preserving the naturalness and quality of the image. Despite
a significant number of challenges, such as preserving existing features and avoiding
artificial distortions, super-resolution continues to be one of the most promising areas of
computer vision. In this paper, we will consider the application of diffusion models [14]

in this area.
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6.2 Object Detection

6.2 Object Detection

Object detection [15] is a fundamental computer vision technique that involves identi-
fying and locating specific objects (e.g., people, buildings, cars) within digital images and
videos. It combines object localization—determining an object’s position—and object clas-
sification—assigning a category label—making it a crucial tool for understanding visual
content in both static and dynamic scenes.

This technique plays a central role in a wide range of applications, including au-
tonomous driving, surveillance, robotics, and smart cities. Object detection can be im-
plemented on still images or real-time video streams, where high-speed and accurate
detection is especially valuable in time-sensitive environments.

The development of Convolutional Neural Networks (CNNs) has significantly advanced
the field, leading to the creation of highly accurate and efficient object detection frame-
works. Prominent models such as Faster R-CNN [16], YOLO (You Only Look Once) [1],
and SSD (Single Shot MultiBox Detector) [17] have set new benchmarks in both speed

and precision, balancing performance and computational efficiency.

Figure 6.3: Object detection on an urban street, with vehicle, bicycle, pedestrian and traffic
light detection via numbered frames. [1]

More recently, transformer-based architectures [18] have revolutionized object detec-
tion by eliminating the need for hand-crafted region proposal mechanisms. These models
utilize a global attention mechanism to model complex dependencies across an image,
improving performance on tasks involving cluttered scenes or small object instances.

Despite rapid progress, object detection still faces key challenges, including occlu-
sion, scale variation, and real-time performance constraints. Detecting tiny or overlap-
ping objects remains difficult for many traditional models, and the computational demand

of state-of-the-art systems can limit their deployment in resource-constrained environ-
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ments.
Nonetheless, object detection continues to evolve rapidly, driving innovation across

numerous scientific and industrial domains.

6.3 Convolutional Neural Networks

Convolutional Neural Networks (CNNs) [12] are a specialized class of deep learning
models designed for processing structured grid-like data, such as images and videos.
Inspired by the visual processing mechanisms of the human brain, CNNs use hierarchical
layers to automatically learn spatial hierarchies of features from raw input data. Unlike
traditional fully connected neural networks, CNNs leverage convolutional layers, pooling

layers, and fully connected layers to capture local and global patterns efficiently.
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Figure 6.4: Indicative neural network architecture.

One of the foundational components of CNNs is the convolution operation, which lies
at the heart of their ability to extract features from raw data. This operation applies a
filter (or kernel) to an input image to extract meaningful features. Mathematically, for a

given input image I(x, y) and a convolution kernel K(a, b), the convolution is defined as:

S(x, y) = ZZI(X— a,y — b)K(a, b) (6.1)
a b

where S(x, y) is the output feature map after applying the convolution, I(x, y) repre-
sents the input image, and K(a, b) is the convolution kernel, a small matrix of trainable
weights. The summations iterate over the dimensions of the kernel.

Early layers in a CNN typically detect low-level features such as edges, textures, or
simple shapes, while deeper layers capture more abstract representations like object parts
or class-specific patterns.

After the convolutional layers, CNNs often apply pooling layers to reduce the dimen-
sionality of the feature maps while preserving the most important information. The most

commonly used pooling technique is Max Pooling, defined as:
P(x,y) =max S(x + i,y +))
ijeR
where R is the pooling region (e.g., a 2xX2 window). Max pooling retains the most signifi-

cant features while reducing computational cost and overfitting.
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Once high-level features are extracted through multiple convolutional and pooling
layers, the final stage involves fully connected layers (FC layers). The feature maps are
flattened into a one-dimensional vector and processed through a standard feedforward
neural network for classification. The final prediction is obtained using softmax activa-
tion:

e

B Zj e%

CNNs have significantly advanced the field of computer vision, enabling breakthroughs

Dbi

in image classification, object detection, facial recognition, and medical image analysis.
Key architectures such as AlexNet [19], VGGNet [20], ResNet [21], and Inception networks
[22] have pushed the boundaries of performance and efficiency in visual recognition tasks.
These architectures vary in depth, computational complexity, and optimization strategies,
yet they all rely on the fundamental principle of hierarchical feature extraction through
convolutional operations.

One of the key advantages of CNNs is their ability to automatically learn feature rep-
resentations, eliminating the need for manual feature engineering. The introduction of
transfer learning has further enhanced their usability, allowing pre-trained models to be
fine-tuned for specific tasks with limited labeled data. Additionally, the integration of
attention mechanisms and transformer-based hybrid models has led to further improve-
ments, enabling more robust generalization across diverse datasets.

While CNNs have driven substantial progress, they are not without challenges. Issues
such as computational complexity, sensitivity to adversarial attacks, and the requirement
for large labeled datasets continue to pose obstacles to their scalability and deployment
in resource-constrained environments. To address these limitations, researchers are ac-
tively exploring solutions including self-supervised learning, efficient model compression,
and neural architecture search.

Despite these challenges, CNNs continue to play a central role in deep learning re-
search and applications. They remain foundational in domains such as autonomous
driving, healthcare, and surveillance, among others. As innovations in artificial intelli-
gence progress, CNNs are evolving alongside newer paradigms like Vision Transformers
(ViTs) and graph-based neural networks, helping to shape the future of computer vision

and intelligent systems.

6.4 U-Net

U-Net [23] is a fully convolutional neural network (FCN) specifically designed for im-
age segmentation tasks, with widespread adoption in medical imaging. Introduced by
Ronneberger et al. in 2015, U-Net has since become one of the most widely used archi-
tectures for semantic segmentation due to its ability to capture both high-level context
and fine-grained spatial details through a symmetric encoder-decoder structure.

The U-Net architecture consists of two primary components:

e Encoder (Contracting Path): Extracts high-level features using convolution and
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pooling operations.

e Decoder (Expanding Path): Reconstructs the segmentation map via upsampling,

aided by skip connections from the encoder.

An overview of the U-Net pipeline is shown in Figure 6.5.

Encoder The encoder path consists of repeated applications of two 3 X 3 convolutional
layers followed by ReLU activations, and then a 2 X 2 max pooling operation to reduce

spatial resolution:

Si+1 = max(Wy * Sy + by),
ijER

where S; denotes the feature map at layer I, W; represents the convolution kernel
weights, b; is the bias term, and R is the pooling region.
The encoder captures hierarchical features, allowing the model to build abstract rep-

resentations from raw input images.

Decoder The decoder path mirrors the encoder and gradually recovers spatial dimen-
sions using upsampling layers. These layers are often implemented using transposed

convolutions or nearest-neighbor interpolation followed by standard convolution:

U; = Upsample(S)),

where U; denotes the upsampled feature map. Crucially, U-Net introduces skip con-
nections that concatenate encoder features with decoder outputs at corresponding reso-
lutions. This helps retain spatial details lost during downsampling and improves local-

ization accuracy.

Final Output Layer A final 1 X 1 convolution maps the decoder’s feature maps to the
desired number of classes, followed by a softmax activation to produce class probabilities

for each pixel:

e

Zjezj’

where p; is the probability of pixel i belonging to a specific class, and z; is the network’s

bi =

raw output for that pixel.

U-Net has demonstrated strong performance across a broad range of domains. In
medical imaging, it is applied to brain tumor segmentation [24] [25], lung nodule detection
[26], and cell tracking. It is also used in satellite image analysis for road extraction
[27]and land cover classification, and in autonomous driving for object segmentation and
lane detection [28] [29]. Applications in agriculture and environmental monitoring include
plant disease detection [30] [29] and forest change analysis [31] [32].

Despite its success, U-Net has several limitations. The model can consume significant

memory due to its depth and skip connections. It may also struggle with small object
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segmentation, as fine details can be lost during early pooling. Additionally, overfitting
may occur on small datasets without careful regularization or data augmentation.
Various extensions of U-Net have been developed to address these issues, including
U-Net++ (nested and dense skip connections) [33], Attention U-Net (learned spatial focus)
[34], and 3D U-Net (volumetric data processing) [35].
In summary, U-Net remains a foundational model in image segmentation, offering a
well-balanced trade-off between global context understanding and local feature preserva-

tion. Its continued evolution ensures relevance across an expanding range of applications.
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Figure 6.5: U-Net architecture: a symmetric encoder-decoder structure for semantic seg-
mentation.

6.5 Vision Transformers and Swin Transformer

While convolutional neural networks (CNNs) have long dominated computer vision
tasks, recent years have seen a rapid rise in the use of transformers for image under-
standing. Originally developed for natural language processing, transformers rely on
self-attention mechanisms that allow the model to weigh relationships between all pairs
of elements in a sequence. This property has proven highly valuable for capturing long-

range dependencies in visual data as well.

Vision Transformers (ViT) The Vision Transformer (ViT) [53] adapts the transformer
architecture to image classification by dividing an input image into a sequence of fixed-
size patches (e.g., 16 X 16), which are flattened and linearly embedded before being passed
through a standard transformer encoder. Positional encodings are added to retain spatial
information.

Despite its success in classification tasks, ViT has several limitations:
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e It lacks inductive biases such as locality and translation equivariance, which are
inherent to CNNs.

e It requires large-scale datasets and extensive computation to train effectively.

e Its global self-attention mechanism scales quadratically with image size, making it

inefficient for high-resolution tasks.

Hierarchical Vision with Swin Transformer To address these shortcomings, Liu et al.
proposed the Swin Transformer [53], a hierarchical vision transformer that computes self-
attention locally within non-overlapping windows. This approach significantly reduces
computational cost while preserving the ability to model long-range dependencies.

The key innovations of the Swin Transformer are:

o Shifted Windows: In successive layers, the window partitioning is shifted by a fixed
number of pixels. This shift enables cross-window interaction without resorting to

global attention, allowing the model to capture more complex spatial relationships.

e Hierarchical Feature Maps: Like CNNs, Swin progressively downsamples the im-
age and increases feature dimensions, forming a multi-scale representation that

supports dense prediction tasks such as object detection and super-resolution.

e Linear Computational Complexity: By limiting attention to fixed-size windows,

the computational cost scales linearly with image size, in contrast to ViT’s quadratic

scaling.
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(a) Swin Transformer (b) ViT

Figure 6.6: (a) The proposed Swin Transformer builds hierarchical feature maps by merging
image patches (shown in gray) in deeper layers and has linear computation complexity to
input image size due to computation of self-attention only within each local window (shown
in red). It can thus serve as a general-purpose backbone for both image classification and
dense recognition tasks. (b) In contrast, previous vision Transformers [2] produce feature
maps of a single low resolution and have quadratic computation complexity to input image
size due to computation of selfattention globally.
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Application in SinSR In the context of super-resolution, particularly in the ResShift
model [60], Swin Transformers replace the traditional self-attention layers used in U-Net-
based architectures. This substitution significantly improves the model’s robustness to
varying image resolutions, making it more effective and scalable in real-world applications.

SinSR, the model used in this thesis, inherits this architectural modification. By
incorporating Swin Transformer blocks into the U-Net backbone, SinSR benefits from
efficient self-attention over large images, improved generalization across domains (e.g.,
medical vs natural images), and enhanced capacity for capturing both local details and

global context.

Summary Vision transformers have brought a paradigm shift in computer vision, of-
fering new ways to capture dependencies and structure in visual data. The Swin Trans-
former, in particular, balances performance and efficiency, making it well-suited for high-
resolution tasks like super-resolution. Its integration into state-of-the-art models such
as ResShift and SinSR underscores its growing importance in modern image restoration

pipelines.

6.6 Knowledge Distillation

Knowledge Distillation (KD) [36] is a model compression technique designed to transfer
knowledge from a large, powerful teacher model to a smaller, more efficient student model.
The student is trained not only on the ground-truth labels but also on the soft outputs
(probability distributions) of the teacher, which encode rich relational information between
classes.

A softened softmax function is used to generate these distributions:

exp(z} /T)

P 6.2
Y exp(ij/T) (62

pr(yi | x) =

where z,f is the logit for class k from the teacher model, and T is a temperature param-

eter. Higher T values yield softer probability distributions, which carry more information
about inter-class similarities.

The student model minimizes the Kullback-Leibler (KL) [37] divergence between its

predictions and the teacher’s softened output:

pr(Ys | x)

s 6.3
ps(ur | %) ©:5)

Lxp =T )" pr(ye| %) log
I

where ps(yx | x) denotes the student model’s predicted probability. To encourage
alignment with the original task, KD is often combined with cross-entropy loss on the

ground truth:

L=>0-DLce + ALkp, (6.4)

where j1 controls the balance between ground truth supervision and distillation.
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This approach enables the student model to achieve performance close to the teacher’s,
while being significantly lighter in terms of memory and inference cost — making KD
particularly attractive for deployment on edge devices or mobile platforms.

However, KD poses several challenges. One major limitation is the potential loss
of nuanced knowledge during compression, especially if the student architecture is too
limited. Furthermore, optimal temperature and A selection are critical and often require
empirical tuning. The pretraining of large teacher models also introduces computational
overhead.

Recent developments have introduced:

Self-distillation: where a model distills knowledge into itself over time.

e Multi-teacher distillation: which aggregates knowledge from several teachers.

Contrastive distillation: using feature similarity as a supervision signal.

Heterogeneous distillation: transferring knowledge across differing architectures

(e.g., CNN — Transformer).

In conclusion, Knowledge Distillation remains a key strategy for model compression
and efficient inference, enabling real-world deployment of high-performing models. Its
ability to retain performance while reducing computational demand continues to drive its

adoption across computer vision, NLP, and beyond.

6.7 Generative Modeling for Image Super-Resolution: A His-

torical Perspective

Before the adoption of diffusion models in image super-resolution, several other classes
of generative models dominated the landscape. These include autoregressive models, vari-
ational autoencoders (VAEs), normalizing flows (NFs), and generative adversarial networks
(GANs). Each of these approaches brought unique strengths to image generation tasks
while also presenting specific limitations. This section briefly surveys these foundational
models to highlight the progression toward more powerful generative paradigms such as

diffusion models.

6.7.1 Autoregressive Models

Autoregressive models [56] constitute an important class of probabilistic models used
for modeling sequential data. Their core mechanism relies on the assumption that each
element in a sequence can be predicted based on its preceding elements.

In a typical autoregressive model, the probability of a variable x; is given in terms of

the previous variables in the sequence:

P(x¢|xi—1, Xt-2, ..., X1)
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6.7.2 Variational Autoencoders (VAESs)

This approach enables the model to learn long-range dependencies, making it useful
in applications such as text generation, speech synthesis, and image analysis.

One of the most widely used autoregressive models in image processing is PixelCNN
[61], along with its variations. These models leverage convolutional neural networks to es-
timate the probability distribution of each pixel, conditioning on the previously generated

pixels in the image.
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Figure 6.7: (Left) A visualization of PixelCNN, which maps a neighborhood of pixels to
predict the next pixel. (Middle) Example of a masked 5x5 filter to prevent the model from
accessing pixels below or strictly to the right of the current pixel during predictions. (Right)
Two convolutional stacks (blue and purple) resolving the receptive field’s blind spot.

In the field of super-resolution, although autoregressive models excel in capturing
complex patterns and textures through pixel dependencies, they have certain significant
limitations, such as prohibitively high computational cost and slow inference times due

to the sequential nature of data generation.

6.7.2 Variational Autoencoders (VAEs)

Variational Autoencoders (VAEs) [57] are a class of latent-variable generative models
that learn complex probability distributions by encoding data into a lower-dimensional
latent space. Unlike autoregressive models, VAEs rely on mapping a high-dimensional
structured data space into a lower-dimensional latent space, from which new data can be
efficiently sampled.

A Variational Autoencoder (VAE) consists of two primary components: the encoder
and the decoder. The encoder q(z | x) learns to transform input data x into a probabilistic
latent space representation z. The decoder p(x | z) then utilizes this latent representation
to reconstruct the original input data x.

The training of VAEs is based on the Variational Lower Bound [62], which maximizes
the probability function of the data while minimizing the Kullback-Leibler (KL) divergence
[37] between the learned latent space distribution and a predefined simple distribution
(e.g., Gaussian).

Despite their efficiency in parallel sampling and reconstruction, a common drawback
of VAEs is their tendency to generate overly smoothed or blurry images due to the stochas-
tic nature of sampling from the latent space. This can significantly affect the sharpness

and fine details in high-resolution applications such as super-resolution.
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6.7.3 Normalizing Flows (NFs)

Normalizing Flows (NFs) [58] are a class of probabilistic models that transform a
simple prior distribution into a more complex one using a sequence of invertible and dif-
ferentiable transformations. Unlike other probabilistic models that rely on approximation
techniques, NF's allow for precise density estimation.

Their foundation is based on the change of variables formula in probability theory.
Given a random variable z with a simple distribution p(z), applying an invertible trans-
formation f results in a new variable x = f(z), whose distribution is given by:

df ' (%)

p(x) = p(z) |det e (6.5)

The main objective of NF's is to learn a sequence of transformations that map a simple
prior distribution (e.g., Gaussian) into the target complex distribution. Training is con-
ducted using Maximum Likelihood Estimation (MLE) [63], leveraging the exact analytical
probability density function.

While NF's offer powerful and flexible density estimation, they have notable limitations.
Training deep flows can be computationally expensive, and simple transformations such

as Affine Coupling Layers may be restrictive, necessitating more complex variants.

6.7.4 Generative Adversarial Networks (GANSs)

Generative Adversarial Networks (GANs) [13] are a class of generative models that
rely on adversarial learning, where two neural networks—a generator and a discrimina-
tor—compete in a game-theoretic setting. The objective of GANSs is to approximate the real
data distribution, enabling the generation of realistic samples such as images, videos, and
audio.

GANSs consist of the generator G(z) that maps a random vector z (sampled from a
simple prior) into a data sample that mimics real data and the discriminator D(x) that
learns to distinguish real samples from generated samples.

The adversarial training process is modeled as a minimax optimization problem:

mGin mgx V(D, G) = Ex~ppaw(0[10g D(X)] + E<p)[log(1 — D(G(2)))] (6.6)

GANSs have been widely used in image generation, style transfer, and data augmenta-
tion. However, their training is often unstable, suffering from challenges such as mode

collapse, where the generator produces limited variations in output.

6.7.5 Comparative Overview of Generative Models

To contextualize the advantages and limitations of different generative modeling ap-
proaches in image super-resolution, Table 6.1 provides a comparative overview of four
major categories: Autoregressive Models, Variational Autoencoders (VAEs), Normalizing
Flows (NFs), and Generative Adversarial Networks (GANSs).
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Figure 6.8: Comparison of three generative models: GANs, VAEs, and Normalizing Flows.

Table 6.1: Comparison of Generative Models for Super-Resolution Tasks

Model Type Sampling Speed | Parallelism | Output Quality | Training Stability | Probabilistic
Autoregressive Models Slow (sequential) No High Yes Yes
Variational Autoencoders Fast Yes Moderate (blurry) Yes Yes
Normalizing Flows Moderate Yes Moderate-High Yes Yes
Generative Adversarial Networks Very Fast Yes High (sharp) No No

As seen in Table 6.1, each method offers unique benefits suited to particular tasks.
Autoregressive models excel at fine-grained structure but suffer from slow generation.
VAEs and NFs provide efficient training and sampling but may fall short in visual fidelity.
GANSs, while producing visually sharp images, often face instability during training and

lack a probabilistic interpretation.

In contrast, diffusion models—introduced in the next chapter—offer a compelling blend
of stability, diversity, and sample quality, making them a strong candidate for advancing

image super-resolution techniques.

6.7.6 Conclusion and the Emergence of Diffusion Models

From our analysis of generative models, each approach presents distinct advantages
and limitations. Given the weaknesses of these approaches, a promising alternative is
the use of diffusion models, which have emerged as a strong theoretical framework with

significant practical advantages.

Diffusion Models progressively refine generated images through a denoising process,
leading to high-quality, diverse generative outputs. Their success in high-resolution im-
age synthesis and super-resolution demonstrates their potential in overcoming many

limitations of prior generative approaches.
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6.8 Diffusion Models

Diffusion models have emerged as a powerful class of generative models, achieving
state-of-the-art results in image synthesis, text-to-image generation, and data denoising.
Unlike traditional generative models such as Generative Adversarial Networks (GANSs)
and Variational Autoencoders (VAEs), diffusion models are built upon a stochastic pro-
cess that gradually transforms noise into structured data through a sequence of learned
denoising steps. Recent advances in Denoising Diffusion Probabilistic Models (DDPMs)
and Denoising Score Matching (DSM) have significantly improved the fidelity and control-
lability of generated samples, enabling a wide array of applications in domains such as

image generation, audio synthesis, and beyond [38, 39, 40].

Mathematical Formulation of Diffusion Models

Diffusion models define a two-stage generative process: a forward (diffusion) process,
which gradually adds noise to the data, and a reverse (denoising) process, which attempts

to recover the original data from the noisy inputs.

Forward Process Given initial data xo ~ q(X), noise is incrementally added over T steps
using a predefined variance schedule f3;, ..., 8r. This results in a sequence of increasingly

noisy latent variables Xj, ..., X7, with the forward process defined as:

T
q(X1.7 | Xo) := l_l q(X¢ | X¢-1),

t=1

q(X¢ | X¢-1) = N(Xt; V1 _ﬂtxt—lyﬂtl),

where ; € (0, 1) controls the rate of noise addition at each timestep.

Po(xi—1]x:)
Oz @ " @g —Cp

Xt|xt 1)
Figure 6.9: Markov chain representation of the forward and reverse diffusion processes.

Reparameterization Trick To simplify computation, define a; = 1-; and a; = H;zl as.

Using Gaussian noise ¢, ..., er—1 ~ N(0, I), we recursively obtain:

Xt = Vaxe-1 + V1 — a1 = -+ = Yao + V1 — aeo.
Thus, a noisy sample at any timestep t can be directly sampled via:
~ q(x¢ | x0) = Na; Vaxo, (1 = a)l).
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Because S; is a fixed hyperparameter, the values of a; and a; can be precomputed.
This enables efficient sampling of latent variables x; and facilitates training through a

tractable loss function.

Reverse Process To generate data, the model must reverse the noising process, starting
from pure Gaussian noise x; ~ N(0,I). Ideally, one would sample from g(x;_; | X¢), but
this distribution is intractable. Instead, a parameterized neural network py is trained to

approximate it. The reverse process forms a Markov chain defined as:

Po(X¢-1 | Xy),

T
Ps(Xo:1) := p(XT)

t=1

where:
. . 2
px7) = N(x1;0,I),  pa(X¢—1 | X)) = N(X¢—1; po(X¢, 1), 05 (X¢, DI).
t=0 t=7 t=T
2 - 2
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Figure 6.10: Illustration of the forward and reverse diffusion chains.

Diffusion models are thus latent variable models, where X1, ..., Xt are latent variables

used to model the data distribution ps(Xg).

Training a Diffusion Model

Training involves maximizing the data likelihood log ps(xp), typically through the evi-
dence lower bound (ELBO):
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T
log ps(x0) = Eq(x;.r1x0)[10g Pa(Xo|X1)]—DKL(CI(XT|X0)||P(XT))—Z E g(xilxo) [PrL(q(x¢-11x¢, X0l pa(xi—11x:))].
=2
(6.7)

The three terms represent:
1. Areconstruction term analogous to VAEs.

2. A KL divergence between the prior p(xr) and the noisy data.

3. A denoising loss L;, capturing the difference between the true and learned reverse

transitions.

Reparameterized Loss By conditioning on xp, a tractable expression for the true reverse

posterior is:

a(xe-1 | xt, X0) = N(x¢-1; pe(x¢, Xo), Bel), (6.8)

with:

Va1 Va -ae)
+ Xt.

1-a 1-a

o 1-a,
Bi= —1B il xo) = (6.9)
1- ag

These coeflicients depend only on the variance schedule and can be precomputed.

Neural Network Approximation and Loss Expressing x; in terms of noise ¢ ~ N(O, I),

we get:

XOZ_(Xt_ vl—ate). (6.10)

ag
The model learns to estimate the noise e using a neural network es(x, t), leading to
the estimated mean:

Ha(xt, t) = €a(xt, t))- (6.11)

1 (x Bt
_— - —=—
Vae VI—&
The denoising loss is then:

B

St _ 2
st e~ e t>||2]. 6.12)

Ly = Exo,t,e [

Simplified Loss Ho et al. [14] proposed a simplified version that omits the weighting

term:

impls
L;;lmp e — Exo,t,e [

e~ e (Vao + VI— ae. t)”Z] (6.13)

which has proven effective while improving training stability and sample quality.
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Variance Learning Originally, the model learned only the mean of the reverse transi-
tions, using fixed variance. Nichol et al. [41] later extended this by allowing the model to

learn the variance X as well, yielding improved generative performance.

Algorithm 1 Training Algorithm 2 Sampling
}): repeat (o) I: xr ~ N(0,T)
& R e gLX0 2: fort=T,...,1do
i: i’“ ‘i?{éor[‘;’({l ----- T} 3 z~N(0I)ift>1clsez=0
5: Take gradienl descent step on . 4 X1 = ﬁ (xt - \}%‘{—itﬁb‘(xhl)) +o.z
Ve ”(—:— €a(arxo + /1 —ﬁ'g_E.f)Hz 5: end for
6: until converged 6: return xg

Figure 6.11: Training and sampling procedures in diffusion models.

In summary, diffusion models offer a principled and stable approach to generative
modeling, combining strong theoretical foundations with empirical success in high-resolution
image generation. Their flexibility and robustness make them especially suitable for

super-resolution tasks, which require gradual and realistic detail refinement.
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Chapter

Methodology

T115 chapter presents the methodological foundation of the proposed system, encom-
passing the datasets, models, and the integrated processing pipeline. It begins with
an overview of the two primary datasets used for image super-resolution: BraTS2023,
which focuses on medical imaging, and a composite traffic light dataset, which supports
visual understanding in autonomous driving contexts. The following sections describe in
detail the two core models employed—SinSR for super-resolution and YOLO for real-time
object detection—along with their respective architectures, and training procedures. The
chapter concludes with a presentation of the complete end-to-end layout that combines
detection and enhancement, highlighting how the individual components are integrated

into a unified pipeline.

7.1 Data Sets

7.1.1 BraTS2023

Brain tumors are among the most lethal forms of cancer. In particular, glioblas-
toma and diffuse astrocytoma with molecular characteristics of glioblastoma—classified
as grade 4 astrocytoma by the World Health Organization (WHO)—are the most common
and aggressive primary malignant tumors of the central nervous system in adults. These
tumors exhibit high levels of heterogeneity in terms of appearance, shape, and histological
characteristics, with a median survival rate of only 15 months.

The diagnosis and treatment of brain tumors present significant clinical challenges,
as these malignancies are inherently resistant to conventional therapies. This resistance
is primarily attributed to difficulties in drug delivery across the blood-brain barrier and to
the extensive inter- and intra-patient heterogeneity present at radiographic, morpholog-
ical, and molecular levels. Despite these obstacles, decades of intensive research aimed
at improving diagnostic precision, tumor characterization, and personalized treatment
strategies have contributed to measurable reductions in brain tumor mortality rates.

In an effort to advance state-of-the-art brain tumor segmentation techniques, the
annual Brain Tumor Segmentation (BraTS) Challenge has been established. It serves as
a benchmark competition for the development and evaluation of automated segmentation

algorithms targeting diffuse gliomas and their subregions. As part of this initiative, the
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BraTS dataset is made available to the research community for training, validation, and
testing purposes.

The BraTS (Brain Tumor Segmentation) dataset is widely adopted for segmentation
tasks involving multimodal magnetic resonance imaging (MRI) scans. It incorporates four

distinct imaging modalities:
o T1-weighted (T1): Provides high-resolution anatomical details of brain structures.

e T1 with contrast enhancement (T1c): Highlights disruptions in the blood-brain

barrier and is effective for identifying active tumor regions.

o T2-weighted (T2): Emphasizes differences in tissue composition, particularly in

fluid-rich areas.

e FLAIR (Fluid-Attenuated Inversion Recovery): Suppresses cerebrospinal fluid

signals to improve lesion contrast and visibility.

Each modality plays a crucial role in the comprehensive identification and localization
of brain tumor components. Together, they offer a robust multimodal perspective for the

early detection, diagnosis, and monitoring of neurological diseases.

Figure 7.1: MRI scans of brains showing tumors of various sizes.

BraTs is particularly valued for the high quality of its annotations, which are manually
curated by medical imaging experts. These annotations include pixel-level segmentation
labels that delineate tumor subregions with exceptional precision. Such granularity is of
critical importance, as well-annotated datasets remain scarce in medical imaging—posing
a major bottleneck for the advancement of biomedical artificial intelligence (AI) systems
[4]. The scarcity of labeled data, combined with variability in MRI acquisition protocols
and scanner types, underlines the necessity of standardized, expert-validated datasets
like BraTsS.

The dataset supports a wide range of clinical and research applications, including
tumor subregion segmentation, patient survival prediction, and tumor growth model-

ing. Accurate delineation of tumor components is essential for treatment planning and
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response monitoring, while prognostic models based on imaging biomarkers assist in
tailoring therapies to individual patients. Moreover, longitudinal tumor analysis across
multiple time points can yield valuable insights into the evolution of tumor biology and
its interaction with various treatments.

In this study, we utilize BraTS2023, the most recent edition of the dataset curated
for the 2023 challenge. This version builds upon its predecessors by introducing sev-
eral notable improvements: an expanded collection of patient cases, enhanced manual
annotations for greater precision, and improved consistency across imaging modalities.
These updates were made with the goal of enabling the development of even more robust
and generalizable segmentation algorithms [47], [5], [6]. The dataset plays a critical role
in advancing clinical applications, including Al-driven diagnosis, radiotherapy planning,

disease monitoring, and personalized medicine initiatives in neuro-oncology.

Data Preparation

To prepare the BraTS2023 dataset for use in super-resolution model training, careful
consideration was given to data structure, preprocessing consistency, and spatial stan-
dardization. The raw data were provided in the NIfTI (.nii) format, which is widely used
in neuroimaging due to its ability to store three- and four-dimensional medical imaging
volumes along with essential spatial metadata such as voxel resolution, dimensions, and
orientation.

Data loading and preprocessing were conducted using the Nibabel Python library,
which is specifically designed for manipulating NIfTI files. Each patient’s scan includes
four aligned MRI modalities (T1, T1lc, T2, FLAIR), all of which were co-registered during
acquisition. This ensured that voxel-wise anatomical alignment was preserved, allowing
the models to effectively leverage multi-channel spatial features.

As the super-resolution model was trained in two-dimensional mode, the 3D vol-
umes—originally sized at 240 X 240 X 155—were decomposed along the depth (Z) axis into
a series of 2D slices. Each scan produced 155 individual axial slices per modality. Since
the model input size was fixed at 256 X256 pixels, zero-padding was applied to expand the
original 240 X 240 spatial dimensions without distorting anatomical integrity. This step

ensured that all inputs conformed to a uniform resolution standard, facilitating efficient
batch training and improving convergence behavior.

\

Figure 7.2: Conversion of 3D MRI volumes into 2D axial slices at 30-slice intervals.

The resulting dataset consists of thousands of high-quality, pre-aligned slices, each
preserving detailed structural and pathological information from the original MRI vol-

umes. These slices were used as low-resolution inputs to train and evaluate the super-
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resolution model, allowing for enhanced reconstruction of subtle tumor boundaries and
internal heterogeneity. The preprocessing pipeline was designed to maintain anatomical

fidelity while standardizing image inputs across all cases and modalities.

7.1.2 Traffic Lights

Autonomous driving represents one of the most rapidly evolving fields in artificial
intelligence, with the overarching goal of developing safer, more efficient, and intelligent
transportation systems. Among the key technical challenges in this domain is the real-
time detection and recognition of traffic lights. These visual signals are fundamental for
regulating vehicular flow, enforcing traffic rules, and minimizing the risk of collisions
at intersections. Accurate detection and interpretation of traffic lights are essential for
enabling autonomous vehicles to understand dynamic road conditions and interact safely
with other road users.

To support the training of a robust detection system and to facilitate image super-
resolution experiments in this context, a high-quality dataset of traffic light images was
required. This need led to a comprehensive data collection effort, involving an exten-
sive web-based search and curation process to identify publicly available, high-resolution
traffic light datasets. Based on this effort, a custom composite dataset was compiled, ag-
gregating relevant images from multiple sources. The dataset includes diverse real-world
traffic scenes with varying environmental and contextual conditions—such as different
times of day (day, night, dusk), weather patterns (sunny, overcast, rainy), and multiple
traffic light shapes, colors, and configurations from different countries.

In the following sections, we describe the individual datasets that contributed to the
final collection of traffic light images used in our model training pipeline. These datasets
were selected based on their resolution, annotation quality, and diversity of traffic light
appearances. A detailed overview of the datasets and the number of traffic light images

extracted from each is shown in Table 7.1.

Table 7.1: Traffic Light Detection Datasets and Number of Images

Dataset Number of Images
COCO (Common Objects in Context) 1,153
Traffic Light Detection Dataset (Roboflow) 3,210

LISA Traffic Light Dataset 944
BDD100K 1,098

Bosch Small Traffic Lights Dataset 213

Google Open Images Dataset 1,539

Total 8,157
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Each of these datasets contributed unique visual perspectives and scenarios to our
combined training dataset, improving its generalizability and robustness. The result-
ing image collection forms the basis for subsequent preprocessing and super-resolution,

which are described in the next subsection.

COCO Dataset

The COCO (Common Objects in Context) dataset is a large-scale benchmark designed
for object detection, segmentation, and captioning tasks. It comprises over 330,000
images, each annotated with 80 object categories and paired with five textual descriptions
that provide scene-level context. COCO is widely regarded as a foundational resource in
computer vision and has significantly contributed to the development and benchmarking

of state-of-the-art models for detection and segmentation.
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Figure 7.3: Example images from the COCO dataset.

BDD10OK Dataset

The BDD10OK dataset is one of the largest and most diverse open-source datasets
for autonomous driving research. It contains 100,000 driving videos, each approximately
40 seconds in duration and recorded at a resolution of 720p and 30 frames per second.
The dataset encompasses a wide range of real-world driving conditions, including various
times of day, weather scenarios, and urban and rural environments. It includes annota-
tions for several perception tasks such as object detection, drivable area segmentation,
and lane marking detection, making it an excellent resource for multi-task learning in

real-world driving contexts.

Bosch Small Traffic Lights Dataset

The Bosch Small Traffic Lights dataset is a specialized resource focused on the detec-

tion of small-scale traffic lights in complex driving environments. It consists of 13,427
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Figure 7.4: Example of labeled driving scenes from the BDD10OK dataset.

high-resolution camera images (1280x720 pixels) and includes approximately 24,000
manually annotated traffic lights. The dataset provides detailed annotations for both
bounding boxes and traffic light states (e.g., red, green, yellow), making it highly valuable

for training models capable of detecting small and distant traffic light instances in real

“ar

Figure 7.5: Example of labeled traffic light images from the Bosch dataset.

time.

Google Open Images Dataset

The Google Open Images dataset is an extensive computer vision dataset contain-
ing approximately 9 million annotated images. It covers thousands of object categories
and offers a wide range of annotation types, including image-level labels, object bounding
boxes, segmentation masks, and visual relationships. For the purposes of this study, traf-
fic light annotations were selectively extracted from this dataset to enhance the diversity

and contextual richness of the training data.

LISA Traffic Light Dataset

The LISA Traffic Light dataset is tailored for research on traffic light detection and
state classification, a critical component in autonomous navigation systems. It consists
of annotated video sequences recorded in diverse real-world driving conditions across the

United States. The dataset captures traffic lights under varying lighting conditions, times
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Figure 7.6: Labeled traffic light images from the Google Open Images dataset.

of day, and geographic locations, promoting the development of detection models with

strong generalization capabilities across environments.

Figure 7.7: Example images of traffic lights from the LISA Traffic Light dataset.

Traffic Light Detection Dataset (Roboflow)

The Traffic Light Detection dataset is a publicly available dataset hosted on the
Roboflow Universe platform. It contains approximately 4,000 high-resolution images
annotated for three distinct traffic light states: red, yellow, and green. This dataset is
specifically structured for training object detection models and is particularly useful in
real-time recognition tasks in autonomous vehicles. Its clear structure and consistent

annotation quality make it a valuable addition to our composite training set.

Figure 7.8: Example images from the Traffic Light Detection dataset.
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Data Preparation

The six datasets used in this study were originally constructed for general-purpose
object detection and traffic scene understanding. As such, they contained a wide range
of object categories beyond traffic lights, including vehicles, pedestrians, road signs, and
lane markings. To tailor the data for the specific objective of traffic light super-resolution,
a targeted filtering process was applied.

First, all images containing at least one annotated traffic light were identified and
extracted using the available bounding box annotations. Images that did not include
traffic lights were discarded. This filtering step ensured that the resulting dataset was
fully dedicated to traffic light analysis, allowing the model to focus exclusively on learning
high-quality spatial representations of traffic signals.

Given that super-resolution tasks are highly sensitive to input quality, additional
refinement was necessary. All identified bounding boxes were evaluated, and only those
exceeding an area of 2,500 pixels were retained. This criterion was set to guarantee that
each cropped region contained sufficient resolution and visual clarity for effective model
training.

After filtering, each selected bounding box was used to crop the corresponding region
from its original image. To ensure consistency across the dataset and compatibility with
the super-resolution model, each cropped region was padded to a uniform size of 256x256
pixels. This preprocessing step preserved important spatial details while maintaining

standardized input dimensions.
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Figure 7.9: Distribution of selected traffic light images from each dataset after filtering.

In total, 8,157 cropped and padded traffic light images were collected. To expand

the dataset and improve generalization, data augmentation techniques were employed.
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However, given the importance of preserving image fidelity in super-resolution, trans-
formations that could degrade quality—such as noise injection, color alterations, or
MixUp—were excluded. Furthermore, since the model expects fixed input dimensions,
augmentations that modify image size or aspect ratio were avoided.

Instead, geometric augmentations that preserve spatial integrity were used. Specifi-
cally, the dataset was expanded via horizontal mirroring and rotations of +90°, tripling the
amount of training data. This augmentation strategy resulted in a final dataset of 32,628

high-resolution traffic light patches—quadrupling the size of the original post-filtered col-

lection.

Figure 7.10: The original traffic light patch (left), mirrored version (middle left), and its —90°
and +90° rotations.

Despite standardization and augmentation, traffic light detection remains inherently
challenging due to extreme visual variability. Traffic lights differ widely in shape, form, and
color depending on regional infrastructure and manufacturer design. Moreover, external
environmental conditions—such as lighting, time of day, and weather—can significantly
alter their appearance. These variations necessitate robust models capable of adapting
to diverse real-world scenarios. To highlight the complexity of this task, the following

examples illustrate the visual diversity of traffic lights.

Figure 7.12: Examples of regional differences in traffic light design.
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Figure 7.13: Variability in traffic light color and illumination across environments.

7.2 Super-Resolution with SinSR

Recent advances in diffusion models have introduced new paradigms in generative
modeling, with applications ranging from image synthesis to denoising and inpainting.
However, one of the key limitations of standard Denoising Diffusion Probabilistic Models
(DDPMs) is their computational inefficiency: generating a single high-quality image typ-
ically requires hundreds or even thousands of iterative refinement steps. This becomes
especially restrictive in time-sensitive applications such as autonomous navigation, med-
ical imaging, or real-time video analysis.

To overcome this bottleneck, SinSR (Single-Step Super-Resolution) [52] proposes a
novel formulation that reduces the generation process to a single deterministic step.
SinSR combines the flexibility and robustness of diffusion models with the practicality
of efficient inference. It achieves this through a two-stage pipeline: a teacher diffusion
model is first used to learn a rich multi-step generative trajectory, and a student model

is then distilled to replicate this process in a single forward pass.

7.2.1 Problem Formulation

Let x € REXWXC denote a low-resolution (LR) image, and y € RS?*$WXC jtg correspond-
ing high-resolution (HR) version, where s is the scaling factor. The goal of super-resolution
is to learn a mapping F : x — y that reconstructs fine details lost during downsampling.

Diffusion-based approaches tackle this by modeling the conditional distribution p(y |
x). Traditional DDPMs approximate this distribution through a Markovian denoising
process that transforms Gaussian noise into a high-resolution image via a sequence of
learned transitions. In contrast, SinSR seeks to directly approximate y ~ p(y | x) in a

single step, thus achieving a much more tractable inference path.

7.2.2 Architecture Overview

SinSR’s architecture is inspired by U-Net but replaces traditional self-attention layers
with Swin Transformer blocks [53], enabling it to better handle varying input resolutions
and capture long-range dependencies. The overall architecture consists of an encoder-
decoder structure with skip connections, designed to process both spatial and contextual

cues from the LR input.
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Figure 7.14: SinSR architecture: a student network learns to predict the HR image in a
single forward pass by distilling knowledge from a multi-step diffusion teacher model.

7.2.3 Training Strategy: Distillation from Diffusion

SinSR relies on a powerful teacher-student framework. The teacher is a standard
DDPM trained to perform super-resolution through a sequence of denoising steps, starting
from a degraded latent representation of the HR image. The student is trained to mimic
the output of the teacher after its full denoising trajectory, effectively learning to "shortcut"
the diffusion process.

To construct the training pairs, a degradation process is defined as:

x = Vay+ V1 - ae, e~ N(O,I)

where x; is the noisy intermediate representation at timestep ¢, y is the ground truth
HR image, and a; controls the noise schedule.

The teacher model f; learns to denoise x; back to y over multiple timesteps. Then, a
student model Fj is trained to approximate the final output of the teacher directly from

xr, the noisiest representation:
Fy(xr,x) = y

7.2.4 Loss Functions

To ensure effective knowledge transfer and consistency, SinSR uses a combination of

three loss terms:
o Distillation Loss: Encourages the student to match the teacher’s final output.

(0)
Laistn = IIF5(xr, x) = £22Cer, 0112

e Reconstruction Loss: Aligns the student output with the ground-truth HR image.

-Erecon = ”FS(XT’X) - y”g

e Inversion Loss: Forces reversibility by requiring the student to re-generate the
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noise from its own prediction.

-Einverse = Hﬁ%(xo, X, O) - xT”%

The total loss used to train the student model is the unweighted sum of all three
objectives:

-Etotal = -[:distill + -[rrecon + -£inverse

This ensures that the student model inherits both the fidelity and diversity of the

teacher, while maintaining a strong alignment with ground truth data.

7.2.5 Advantages of SinSR

The most notable advantage of SinSR is its ability to generate perceptually high-quality
HR images in a single forward pass, a dramatic improvement in speed over standard
diffusion, based methods. Additionally:

o Reduced Inference Time: Unlike traditional diffusion models requiring hundreds

of steps, SinSR is suitable for real-time applications.

¢ Robustness to Noise and Artifacts: The distilled model maintains the teacher’s

ability to denoise and reconstruct fine texture details.

o Flexibility in Resolution and Context: The use of Swin Transformers enhances

adaptability to diverse resolutions and object sizes.

7.2.6 Evaluation Metrics

To quantitatively assess SinSR’s performance, both pixel-wise and perceptual metrics

are employed:

e PSNR (Peak Signal-to-Noise Ratio) - Measures reconstruction fidelity at a pixel

level.

e SSIM (Structural Similarity Index) - Evaluates perceptual similarity based on

structural coherence.

e LPIPS (Learned Perceptual Image Patch Similarity) - Uses deep network embed-

dings to gauge perceptual realism.

e MUSIQ and CLIP-IQA - Transformer-based and contrastive learning-based percep-

tual quality estimators, respectively.

Together, these metrics ensure that SinSR not only preserves fine-grained details but

also delivers outputs that are visually plausible and semantically faithful.
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7.3 Object Detection with YOLO

7.3.1 Introduction

YOLO (You Only Look Once) is a widely used deep learning-based object detection
model designed for real-time applications. Unlike traditional object detection methods,
which rely on region proposal networks or sliding windows, YOLO directly predicts bound-
ing boxes and class probabilities in a single forward pass, making it significantly faster
while maintaining high accuracy [64, 65]. This efficiency makes YOLO ideal for applica-

tions such as autonomous driving, surveillance, and robotics.

Figure 7.15: YOLO running on sample artwork and natural images

7.3.2 Model Architecture

YOLO frames object detection as a single regression problem, mapping input images
to bounding boxes and class probabilities simultaneously. The architecture consists of

the following key components:

Grid-Based Detection Mechanism YOLO divides the input image into an S X S grid,
where each grid cell is responsible for detecting objects whose center falls within that cell.

Each grid cell predicts:

e B bounding boxes, each with a confidence score.

e A class probability distribution over C object categories.

The final predictions are obtained by filtering bounding boxes based on confidence

scores and applying Non-Maximum Suppression (NMS) to eliminate redundant detections.

Feature Extraction Backbone YOLO utilizes a deep convolutional network as its back-
bone for feature extraction. Different versions of YOLO employ different backbones: -
YOLOv3/v4: Uses Darknet-53 for better accuracy-speed tradeoff. - YOLOvV5: Introduces
an EfficientNet-based architecture for improved efficiency. - YOLOv7: Employs advanced

architectural optimizations to achieve state-of-the-art performance.
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Anchor Boxes and Multi-Scale Detection Later versions of YOLO incorporate anchor
boxes and multi-scale feature detection to improve performance on small and large ob-

jects. This allows the model to detect objects of varying sizes more effectively.

7.3.3 Training Process

Loss Function YOLO optimizes a multi-task loss function, which consists of three main

components:

LyoLo = Leoord + Leonf + Lelass» (7.1)

where:

e Localization Loss L¢oorq: Measures the error between predicted and ground-truth

bounding box coordinates using Mean Squared Error (MSE):

s> B 2 B
bj o N bj P o
Leoord = Acoord Z Z“‘; ! [(Xi - %) + (yi — yi)2]+2 Z“‘; M (vwr = Vw)* + (Vhi - \/;1)2] .

i=0 j=0 i=0 j=0

(7.2)

e Confidence Loss Lqonr: Encourages accurate object confidence scores:
s> B s> B
bj A bj A
Leont = Z Z”‘Z (€ = C)* + nooby Z Zﬂ‘fj‘m W(Ci - G (7.3)

i=0 j=0 i=0 j=0
e Classification Loss Lgass: Uses cross-entropy loss to penalize misclassified objects:

SZ
Loass = ) ¥ > pu(©)log pile). (7.4)
i=0

ceclasses

Optimization and Training Strategy The model is trained using:
e Batch normalization to stabilize training and improve generalization.
e Stochastic Gradient Descent (SGD) or Adam optimizer for parameter updates.

e Data augmentation techniques such as random scaling, flipping, and color jittering

to enhance model robustness.

7.3.4 Inference and Object Detection Pipeline

During inference, YOLO performs object detection in a single forward pass, achieving
real-time speed. The detection process follows these steps: 1. The input image is resized
to a fixed dimension (e.g., 416x416 pixels). 2. The image is passed through the con-
volutional backbone to extract feature maps. 3. The detection head predicts bounding
boxes, confidence scores, and class probabilities. 4. Thresholding and Non-Maximum

Suppression (NMS) are applied to filter the final set of detections.
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7.3.5 Evaluation Metrics

The model’s performance is assessed using the following standard object detection

metrics:

Mean Average Precision (mAP) The primary evaluation metric for YOLO is mAP, which

computes the area under the Precision-Recall curve:

c 1
1
mAP = — P.(R) dR, (7.5)
- ;:1 fo (R)

where P.(R) represents precision at a given recall value for class c.

Intersection over Union (IoU) IoU measures the overlap between predicted and ground-
truth bounding boxes:
Area of Overlap

IoU = . (7.6)
Area of Union

Frame Per Second (FPS) FPS quantifies YOLO’s real-time performance by measuring

how many images can be processed per second.

7.3.6 Summary and Key Takeaways

YOLO provides a fast, accurate, and scalable solution for real-time object detection.
By leveraging a single-shot detection approach, grid-based predictions, and an optimized
multi-task loss function, YOLO achieves high accuracy with minimal computational over-
head. Its versatility makes it an ideal choice for applications requiring real-time detection,

including autonomous driving, security surveillance, and robotics.

7.4 Layout and Integration Pipeline

This work presents a unified pipeline that combines real-time object detection with
single-step image super-resolution, leveraging the complementary strengths of YOLO and
SinSR. The goal of this integration is to enhance the resolution of only the most relevant
regions in an image—namely, the objects of interest—while maintaining computational
efficiency and scalability.

The proposed pipeline comprises three core stages:

1. Object Detection with YOLO: Each input image is first passed through YOLO (You
Only Look Once), a real-time object detection algorithm renowned for its speed and
accuracy. YOLO detects multiple objects within the image and returns bounding
boxes and class labels for each instance. This ensures precise localization of target

objects without exhaustive pixel-wise analysis.

2. Region Cropping and Isolation: Based on the bounding box coordinates returned

by YOLO, the corresponding image regions are cropped, effectively isolating the
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detected objects from their surrounding context. This spatial segmentation serves
two purposes: (a) it focuses computational resources exclusively on areas of interest,
and (b) it facilitates cleaner super-resolution by removing irrelevant background

noise.

3. Super-Resolution via SinSR: The cropped image patches are subsequently passed
through SinSR, a single-step diffusion-based super-resolution model. SinSR en-
hances the spatial fidelity of these objects, recovering fine textures and structural
detail that are otherwise lost in the original low-resolution input. Since SinSR oper-
ates deterministically in one forward pass, it provides high perceptual quality with
minimal latency, making it suitable for deployment in real-time or near-real-time

scenarios.
This modular pipeline design offers several advantages:

e Efficiency: By applying super-resolution only to cropped object regions instead of

full images, the computational overhead is significantly reduced.

e Scalability: The pipeline can easily be extended to other detection models (e.g.,
Faster R-CNN) or super-resolution methods, allowing flexibility based on application

needs.

e Task-Specific Optimization: Focusing resolution enhancement on objects of inter-
est improves downstream tasks such as classification, recognition, or anomaly de-
tection—particularly in domains like autonomous driving or medical imaging, where

object clarity is critical.

e Modularity: Each component of the pipeline (detection, cropping, super-resolution)
is decoupled and interchangeable, supporting plug-and-play experimentation and

tuning.

YOLO

Cropping —b.—b SinSR

Figure 7.16: Pipeline overview: YOLO detects objects in the input image, followed by
cropping the detected region and enhancing its resolution using SinSR.

This integration allows us to selectively enhance visual information where it matters
most. The layout is particularly effective in applications where both localization and clarity
of small or distant objects are vital—such as medical diagnostics, satellite surveillance,

and smart transportation systems. By combining precision detection with high-fidelity
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upscaling, this pipeline delivers robust and interpretable image enhancement in an end-

to-end fashion.
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Results and Evaluation

In this chapter, we evaluate the performance of the proposed pipeline by comparing
two distinct configurations: YOLO combined with the baseline (vanilla) SinSR model, and
YOLO integrated with our fine-tuned SinSR model. This comparison allows us to assess
the contribution of the fine-tuning process to perceptual quality in both medical and
real-world visual tasks.

The evaluation is carried out using the two datasets described in previous chap-
ters—BraTS2023 for medical imaging and a custom traffic light dataset representing real-
world traffic scenes. For each dataset, we present both quantitative metrics and visual
comparisons to highlight the strengths and limitations of each pipeline configuration.

All experiments were conducted in the Google Colab environment, utilizing a T4 GPU
and implemented using the PyTorch library. All code was written in Python 3, ensuring

the reproducibility of our results.

8.1 Evaluation Metrics

The evaluation of our super-resolution models is based on two advanced perceptual
image quality metrics: MUSIQ and CLIPIQA. These metrics are particularly well-suited
for real-world applications, as they do not require ground-truth images for comparison

and focus on assessing visual fidelity and perceptual realism.

Multi-Scale Image Quality (MUSIQ) MUSIQ (Multi-Scale Image Quality) [66] is a no-
reference image quality assessment (IQA) metric that estimates the perceptual quality
of an image without requiring a ground-truth reference. It is particularly effective in
assessing the visual fidelity of images generated by models such as those used in super-
resolution, enhancement, or compression.

What sets MUSIQ apart is its multi-scale approach, which mimics how humans per-
ceive image quality by analyzing content at various spatial resolutions. Low-resolution
features help capture global structures (e.g., layout, symmetry), while high-resolution
features capture local details such as edges, textures, and noise. This holistic analysis
enables MUSIQ to evaluate both coarse and fine-grained artifacts.

Technically, MUSIQ employs a Vision Transformer (ViT) architecture trained on large-

scale image quality datasets. The model learns to encode perceptual cues from down-
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sampled versions of an input image, aggregating them to produce a final quality score.
Since it does not rely on pixel-level comparisons, it is especially suited for tasks like

super-resolution, where ground-truth targets may be absent or irrelevant.

[ Transformer Encoder ]
F 557 T x = = x =
]
SCale Embedding (SCE} -4 i [il¢ fi) 2 fi)s [ [4 E}I El@e % e @ ' EI*L
Hash-based 2D Spatial Embedding (HSE)--{ |& | | De £ Dé g De Dﬁ il De ; De
Multi-scale Fatch Embedding - r D DEI D D D m l;l
o — Paich Encoding Module |
TR NI
L IHX N RUEN. NE LAEEE
lf Ll ; ;’_‘s ip 4
i - \. 'I!'_ll’.' i
A L LM EYER :
e EECE L L
oo 7 = E Bt NS F..=
| 1 ook-up 1%l 2 x - K'ﬁ‘ 4 n."
- i 7 ¥
GxG " - T TP Hll
Hash-based 2D Spatial Embedding IH.'% ..H- "-
Look-up Matrix 1" l'.‘.
Full-size Image Resized Vanant 1 Resized Variant k
{w/o warpping or cropping) (keep aspect ratio) (keep aspect ratio)
[ J

T
Multi-scale Image Representation

Figure 8.1: Model overview of MUSIQ

Contrastive Language-Image Pretraining Image Quality Assessment (CLIPIQA) CLIP-
IQA [67], [68] is a modern no-reference image quality assessment (IQA) method that
leverages the powerful representational capabilities of the CLIP (Contrastive Language-
Image Pretraining) [69] framework. Unlike traditional metrics that rely on pixel-wise

comparisons or handcrafted features, CLIPIQA measures visual quality through the lens
of semantic and perceptual alignment.

At its core, CLIPIQA uses a pretrained CLIP model—originally designed to align images
and text in a shared embedding space—to evaluate how real or plausible an image ap-
pears based on learned high-level visual features. Instead of assessing whether an image
matches a ground-truth reference, CLIPIQA evaluates whether it matches the statistical
and semantic characteristics of high-quality, natural images.

This makes CLIPIQA especially suitable for generative tasks like image super-resolution,
where multiple plausible outputs can exist for a single input. In these contexts, traditional
metrics such as PSNR [70] or SSIM [71] may penalize perceptually valid variations. CLIP-

IQA, in contrast, focuses on semantic realism—whether an image looks like something a
human would recognize as coherent and natural.

By combining deep vision-language representation learning with perceptual evalu-
ation, CLIPIQA provides a reliable, scalable, and human-aligned assessment of image
quality. It is particularly valuable for evaluating the outputs of diffusion models, GANs,
or other generative systems in the absence of paired ground truth.
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Figure 8.2: Illustration of CLIPIQA’s perceptual capabilities. (a) Image A demonstrates
superior quality in terms of sharpness, brightness, and overall perceptual fidelity compared
to Image B, as reflected in the radar chart. (b) CLIPIQA’s abstract perception distinguishes
semantic attributes such as "natural,” "happy,” and "aesthetic” in Image A versus "scary”
and "complex” tones in Image B. These examples highlight CLIPIQA’s ability to quantify both
quality and abstract impressions using multimodal embeddings.

8.2 Comparative Evaluation of Our Pipeline

In this section, we present the experimental results of our super-resolution pipeline,
comparing the performance of two configurations: YOLO + vanilla SinSR and YOLO +
fine-tuned SinSR. The comparison is conducted across two domains—medical imaging
and real-world object detection—represented by the BraTS2023 and traffic light datasets,
respectively.

For each dataset, we analyze model performance through both quantitative scores
(MUSIQ and CLIPIQA) and visual comparisons. This dual perspective allows us to assess
how well each pipeline preserves fine details, enhances image realism, and adapts to the

demands of the application domain.

BraTS2023 Dataset

The first evaluation focuses on the BraTS2023 dataset, a benchmark in medical imag-

ing designed for the segmentation and analysis of brain tumors. This dataset offers
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high-resolution multimodal MRI scans, making it particularly well-suited for assessing
the ability of super-resolution models to recover fine anatomical structures from low-

resolution inputs.

Our model was trained for 30 epochs using a batch size of 64 and an initial learning
rate of 5.0x 1072, following a scheduled learning rate decay. Validation was performed ev-
ery 5 epochs, with model checkpoints saved at each iteration to monitor training progress.
In total, the training set included 22,320 MRI slices of glioblastoma-affected brains, pro-

viding a robust foundation for evaluating clinical-grade image reconstruction.

Quantitatively, the vanilla SinSR model achieved a CLIPIQA score of 0.46336 and a
MUSIQ score of 43.33183. After fine-tuning, our model showed a substantial improve-
ment, reaching 0.51584 in CLIPIQA and 44.37971 in MUSIQ. These results suggest that
our proposed pipeline is more effective at enhancing perceptual quality and preserving

medically relevant image details—critical factors in diagnostic workflows.

Method CLIPIGA MUSIQ Training Epochs | Comments
Vanilla SinSR 0.46336 | 43.33183 - -
Finetuned model | 0.51584 | 44.37971 30 Significant improvement

Table 8.1: Summary Table of Results for the BraTS2023 Dataset

The structured diversity of the BraTS2023 dataset played a crucial role in enabling our
model to generalize effectively across various tumor morphologies and imaging conditions.
This diversity contributed to the observed improvements in both quantitative metrics and

visual outcomes when using our proposed method.

To evaluate the impact of fine-tuning, we conducted a comparative analysis between
outputs generated by the baseline (vanilla) SinSR model and those produced by our fine-
tuned version. The differences in image sharpness, anatomical clarity, and perceptual
quality are readily apparent. While the vanilla model is capable of retaining general
structures, it frequently fails to reconstruct finer anatomical details. In contrast, our
fine-tuned model consistently produces images with enhanced definition, improved tis-
sue contrast, and greater structural fidelity—an essential advantage in clinical imaging

scenarios where resolution is paramount.

These improvements are visually illustrated in Figures 8.3-8.6, which present side-
by-side comparisons of both models across representative MRI slices. The correspond-
ing CLIPIQA and MUSIQ scores, reported in Tables 8.2-8.5, further support the visual
findings, demonstrating the effectiveness of our fine-tuned approach in enhancing both

perceptual realism and diagnostic utility.
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Vanilla
SinSR

Qriginal
MRI

Cropped
Tumor

Finetuned
model

Figure 8.3: MRI comparison of a first patient between the vanilla SinSR model and the fine
tuned model

CLIPIQA | MUSIQ
Vanilla SinSR | 0.58877 | 31.01172
Finetuned SinSR | 0.67096 | 35.09375

Table 8.2: Quantitative evaluation of MRI results for the first patient

Vanilla
SinSR

Qriginal
MRI

Cropped
Tumor

Finetuned

model

Figure 8.4: MRI comparison of the second patient between the vanilla SinSR model and the
fine tuned model
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CLIPIQA MUSIQ
Vanilla SinSR 0.52724 26.76562
Finetuned SinSR | 0.65398 | 33.679695

Table 8.3: Quantitative evaluation of MRI results for the second patient

Vanilla
SinSR

Original
MR

Cropped
Tumor

Finetuned
model

Figure 8.5: MRI comparison of the third patient between the vanilla SinSR model and the
fine tuned model

CLIPIQA MUSIQ
Vanilla SinSR 0.57583 | 31.16667
Finetuned SinSR | 0.66020 | 36.26562

Table 8.4: Quantitative evaluation of MRI results for the third patient

Vanilla
SinSR

Original
MRI

Cropped
Tumor

Finetuned
model

Figure 8.6: MRI comparison of the fourth patient between the vanilla SinSR model and the
fine tuned model
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CLIPIQA MUSIQ
Vanilla SinSR 0.58643 | 31.01172
Finetuned SinSR | 0.67096 | 35.09375

Table 8.5: Quantitative evaluation of MRI results for the fourth patient

Custom Traffic Light Dataset

Following the evaluation of the BraTS2023 dataset, we turn our attention to a more
challenging and visually diverse task—super-resolving traffic light imagery in real-world
scenes. For this purpose, we utilized the custom traffic light dataset introduced in pre-
vious chapters, which comprises 8,157 curated images collected from publicly available
datasets. These images include various viewpoints, weather conditions, and lighting sce-
narios, such as daytime, nighttime, and dusk.

To maintain consistency in the experimental setup, we trained the SinSR model for 20
epochs using the same training parameters as those applied to the BraTS2023 dataset.
The goal of this experiment was to assess whether the fine-tuning process could improve
perceptual quality in highly variable, real-world imagery where object structure is often
less consistent and more occluded.

Quantitatively, the baseline SinSR model achieved a CLIPIQA score of 0.619685 and
a MUSIQ score of 61.859375. After fine-tuning, our model exhibited only a marginal
improvement in CLIPIQA (0.620766) but a notable decrease in MUSIQ (57.435679), sug-

gesting a trade-off in perceptual sharpness versus semantic realism.

Table 8.6: Performance Summary on Traffic Light Dataset

Method CLIPIQA MUSIQ Epochs | Remarks

Vanilla SinSR 0.619685 | 61.859375 — Baseline

Fine-tuned SinSR | 0.620766 | 57.435679 20 Slight perceptual gain; re-
duced overall image quality

These results suggest that the dataset may lack the structural consistency and reso-
lution required for effective learning. Unlike medical scans, which offer high anatomical
regularity and well-aligned features, traffic lights appear in a broad range of configura-
tions, often occupying only a small portion of the image. As a result, both models—vanilla
and fine-tuned—struggled to extract and enhance fine visual details with consistent ac-
curacy.

To further investigate, we visually compared outputs from both models. Figures 8.7
and 8.8 present examples where differences in visual quality are minimal. In both cases,
neither model significantly outperforms the other in enhancing the sharpness or per-
ceptual clarity of traffic light features. This limitation emphasizes the need for either a
higher-resolution, better-annotated dataset or domain-specific augmentation strategies
tailored to small-object enhancement.

The associated CLIPIQA and MUSIQ scores for each case are listed in Tables 8.7

and 8.8, confirming the minimal performance gap between the two configurations and
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underscoring the complexity of applying super-resolution to unconstrained, real-world

datasets.

Original
Image

\

i — I \
{ | i
B —

Cropped
Traffic
Light

Vanilla SinSR Finetuned
model

Figure 8.7: Comparison of super-resolution results for the first traffic light between the

baseline SinSR model and the fine-tuned model

CLIPIQA | MUSIQ

Vanilla SinSR 0.63090 | 59.68750

Finetuned SinSR | 0.65129 | 61.31250

Table 8.7: Quantitative evaluation of super-resolution performance for the first traffic light
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Original
Image

Cropped
Traffic
Light

Vanilla SinS| Finetuned
model

Figure 8.8: Comparison of super-resolution results for the second traffic light between the
baseline SinSR model and the fine-tuned model

CLIPIQA MUSIQ
Vanilla SinSR 0.60847 | 64.03125
Finetuned SinSR | 0.59024 | 69.25000

Table 8.8: Quantitative evaluation of super-resolution performance for the second traffic
light
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Chapter E

Conclusion

9.1 Conclusion

This thesis explored and analyzed the application of image super-resolution using
the state-of-the-art SinSR model on two distinct datasets: BraTS2023, a high-quality
medical imaging dataset, and a custom traffic light dataset composed of images extracted
from various sources. Our experimental analysis demonstrated that SinSR successfully
enhanced MRI images in the BraTS2023 dataset, producing promising results. However,
for the custom traffic light dataset, the outcomes were less encouraging, as no significant
improvements in resolution were observed.

The successful performance of SinSR on BraTS2023 suggests that the model is well-
suited for structured, high-quality datasets, particularly in domains such as medical
imaging, where fine details are critical. Conversely, the limited success on the traffic light
dataset suggests potential constraints, likely stemming from low dataset diversity, image
quality issues, or the absence of distinctive high-frequency details necessary for effective
super-resolution. These findings indicate that SinSR’s effectiveness is highly dependent
on dataset quality, emphasizing the need for careful dataset selection and preprocessing
when applying super-resolution techniques to real-world data.

The comparative analysis of both datasets provides valuable insights into the strengths
and limitations of diffusion-based super-resolution methods, reinforcing the importance

of data quality, diversity, and structural consistency in achieving optimal results.

9.2 Future Extensions

This study lays the groundwork for further improvements and explorations in the field
of image super-resolution. To enhance SinSR’s performance and applicability, future

research could explore the following directions:

e Enhancing Dataset Diversity and Quality: Expanding the traffic light dataset with
higher-quality images, captured under varied lighting conditions, perspectives, and

environmental factors, could improve the model’s generalization and performance.

e Exploring Alternative Super-Resolution Architectures: Investigating more ad-
vanced models, such as ESRGAN (Enhanced Super-Resolution GAN) or EDSR (En-
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hanced Deep Super-Resolution Network), may reveal whether alternative architec-

tures can better handle real-world, unstructured datasets.

e Leveraging Transfer Learning: Utilizing pre-trained SinSR models trained on large,
high-resolution datasets could enhance the model’s adaptability and performance

on specialized domains, particularly for traffic light detection.

e Experimenting with Different Loss Functions: Incorporating perceptual loss (e.g.,
VGG-based loss) or adversarial loss (GAN-based training) could lead to more visu-
ally realistic and high-fidelity super-resolution outputs, improving the perceptual

quality of generated images.

e Evaluating Across Additional Datasets: Expanding the analysis by applying SinSR
to multiple datasets (e.g., satellite imagery, autonomous driving datasets, or indus-
trial inspections) would provide deeper insights into its adaptability and effective-

ness across diverse applications.

By addressing these future directions, the robustness and real-world applicability
of SinSR can be further improved, making it a more versatile tool for various domains

requiring high-resolution image reconstruction.
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